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Abstract
Accurate localization of persons and estimation of their pose are important topics in current-day computer vision research. They have a wide
range of possible applications, for example in automated sports analysis,
visual surveillance and human machine interaction. As part of the pose estimation, estimating the body orientation of a person (i.e. rotation around
torso major axis) conveys important information about the person’s current activity and focus of attention.
This thesis introduces methods for doing multi-person localization
and tracking and for estimating the appearance and body orientation of
persons in the scene. The possible application areas require the methods
to work in complex, dynamic environments with cluttered backgrounds
and changing illumination conditions. The proposed methods operate
using a moderate number of cameras (3-5) with overlapping fields-ofview. A volumetric reconstruction of the scene is created to cope with
occlusions between persons and get accurate real-world locations of all
persons in the scene.
Multi-person localization and tracking is based on a novel two-step
approach, jointly estimating the positions and track assignments of persons under occlusion while taking into account their appearances. Solving
the assignment problem is kept tractable while taking into account how
different assignments influence which features appear to be part of which
persons. A hypothesis generation stage generates the top-K hypotheses
for person position to track assignment using a subset of features that
are guaranteed observable in the camera views. A hypotheses verification
stage re-ranks these hypotheses using a larger set of actually visible cues,
computed from each hypothesis.
Appearance modeling and orientation estimation use a 3D shape and
texture model, represented using spherical harmonics. Spherical harmonics offer a compact, low-dimensional representation, which elegantly copes
with rotation estimation. The estimation process alternates between the
estimation of texture, orientation and shape. Texture is estimated by
measuring image colors with the predicted 3D shape (i.e. torso and head)
and the predicted orientation from the last time step. Orientation is es-
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timated by minimizing the difference between a learned texture model
in a canonical orientation and the current texture estimate. The newly
estimated orientation allows to update the 3D shape estimate, taking into
account the new 3D shape measurement obtained by volume carving.
Extensive evaluation on publicly available benchmark datasets as well
as on novel datasets, which are made public for benchmarking, shows the
effectiveness of the proposed methods with respect to the state-of-the-art.

Samenvatting
Nauwkeurige lokalisatie van personen en het bepalen van hun houding
zijn belangrijke onderwerpen binnen het huidige computervisieonderzoek.
Hun toepassingsgebied is zeer breed, bijvoorbeeld bij geautomatiseerde
sportanalyse, visuele surveillance en mens-machine-interactie. De lichaamsoriëntatie (de rotatie rond de hoofdas van de torso), één van de
aspecten van de houding van een persoon, geeft belangrijke informatie
over waar die persoon mee bezig is, en waarop zijn aandacht gericht is.
Deze thesis introduceert methoden voor het lokaliseren en volgen van
personen en voor het bepalen van het uiterlijk en de lichaamsoriëntatie
van een persoon. De mogelijke toepassingsgebieden vereisen dat de methoden kunnen werken in complexe, dynamische omgevingen met rommelige achtergronden en veranderlijke lichtomstandigheden. De voorgestelde
methoden werken met een beperkt aantal camera’s (3-5) met overlappende gezichtsvelden. Met behulp van een volumetrische reconstructie
van de scène kan omgegaan worden met occlusies tussen personen en
kunnen accurate locaties van alle personen in de echte wereld verkregen
worden.
Voor het lokaliseren en volgen van meerdere personen is een nieuwe
tweestapsaanpak ontwikkeld. Deze combineert het detecteren van personen en het toekennen van paden aan detecties onder occlusie tot één
probleem en lost dat op. Een hypothesegeneratiestap genereert de K
meest waarschijnlijke hypothesen voor persoonsposities en de toekenning
van paden aan detecties. Hierbij wordt gebruik gemaakt van een subset aan kenmerken die gegarandeerd zichtbaar zijn in de camera’s. Een
hypotheseverificatiestap herschikt deze hypothesen, gebruikmakend van
een grotere set met kenmerken die daadwerkelijk zichtbaar zijn in elke
hypothese. De methode houdt rekening met de manier waarop een veranderde toekenning van paden aan detecties invloed heeft op bij welke
persoon bepaalde kenmerken lijken te horen. Ondanks de complexiteit
die dit met zich mee brengt zorgt de methode er voor dat een oplossing
gevonden kan worden.
Zowel voor het modelleren van het uiterlijk als voor het schatten van
de oriëntatie wordt gebruik gemaakt van een 3D vorm- en textuurmo-
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del, gerepresenteerd door sferische harmonischen. Sferische harmonischen
bieden een compacte, laagdimensionale representatie van een 3D-object
waarmee rotatie op elegante wijze kan worden geschat. In het schattingsproces worden afwisselend de textuur, de vorm en de rotatie van het
object geschat. Textuur wordt geschat door de meting van kleuren in
het beeld met behulp van de voorspelde 3D-vorm (bestaande uit torso
en hoofd) en de voorspelde oriëntatie van de vorige tijdstap. Oriëntatie
wordt geschat door het verschil te bepalen tussen een geleerd textuurmodel in een canonieke oriëntatie en de huidige geschatte textuur. De
geschatte 3D-vorm wordt bijgewerkt met behulp van de nieuw geschatte
oriëntatie en de nieuwe meting van de 3D-vorm verkregen uit de volumetrische reconstructie.
Een uitgebreide evaluatie op zowel publiek beschikbare benchmarkdatasets als op nieuwe datasets, die beschikbaar zijn gemaakt als benchmark, laten de effectiviteit van de voorgestelde methoden ten opzichte
van de huidige stand van zaken zien.
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1

Introduction
1.1

Motivation

The ability to visually localize and track persons across a scene is of key
importance in many application domains such as sports analysis, human
machine interaction (HMI ) and automated video surveillance. Knowledge
of persons’ positions in and movements through a scene is the first step in
automatic scene analysis. It is not until the positions of persons are known
that further analysis of events happening in the scene is possible and that
events can be acted upon. Some example images of application domains
in which person localization and tracking are important are shown in
Figure 1.1.

Figure 1.1: Examples of different application domains: visual
surveillance (left and middle image) and sports analysis (right
image).
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In automated sports analysis, tracking players across a field enables
automatic gathering of match statistics and recognition of key events.
This information can at a later time be used for automatic analysis, like
match summaries. Furthermore, more and more sports make use of automated referee systems to determine if all players keep to the rules of the
game. Systems like the one presented by Ben Shitrit et al. [2011] offer
consistent tracking of players on the field and are actually being employed
in the analysis of basketball matches. Besides tracking players, camera
systems can also be used to track other game elements. In soccer for example, the FIFA world soccer association is currently experimenting with
Sony’s Hawk-Eye technology [Owens et al., 2003]. This system uses seven
cameras to follow the ball around the field, analyze its flight path and
determine when it crosses the goal-line. A survey of different techniques
used for sports analysis is provided by Santiago et al. [2010].
Another interesting application area for automated person localization
and tracking is in HMI. Interfaces are evolving from the ‘old-fashioned’
mouse and keyboard interface to touchscreens, and from there onwards
on to touchless interfaces. In order to enable such touchless interfaces, it
is important for the system to be aware where the user is with respect
to the device. For some setups, the location of the persons is enough to
provide interaction. This could for example be the case for big multiuser information screens, like presented by Zabulis et al. [2013], that
provide personalized information in front of each individual user. Another
example is interactive art pieces such as the one presented by Hung and
Jacquemin [2010] that changes its appearance based on the location of its
observer. Some systems require more detailed interactions, for example by
pointing at the screen. In these cases, retrieval of the person’s position is
essential to accurately estimate the gesture and its direction [Sridhar and
Sowmya, 2008]. Another specific area of interest within HMI is humanrobot interaction, where robots have to interact with and work together
with persons [Fong et al., 2003]. An example can be found in earlier work
from this thesis’ author, in which a robot follows a person around the
house to assist them or keep an eye on them [Liem et al., 2008].
In the case of visual surveillance, the persons’ locations and the trajectories they walk through the scene are important for the detection of
abnormal behavior. A common way of detecting events that are out of
the ordinary is by specifying ‘virtual tripwires’, or regions in the areas un-
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der surveillance where person entry is prohibited. In this case, an alarm
can easily be raised as soon as a person enters a ‘forbidden zone’. Other
information of interest that can be collected from person tracks is an estimate of the crowd density and whether persons are moving against the
general crowd flow direction. An overview of the capabilities of a modern
visual surveillance system is given by Haering et al. [2008]. More advanced methods analyze the trajectories of individual persons at different
locations in the scene to determine what the usual movement patterns
through a scene are. Abnormal behavior is then defined as trajectories
that do not match the general movement patterns observed. An example
of such a method is presented by Kooij et al. [2012].
This last context of abnormal behavior detection was also the context
of the EU FP7 ADABTS project by which part of this thesis has been
funded. ADABTS stands for Automatic Detection of Abnormal Behavior and Threats in crowded Spaces. Within this project, localization and
tracking were the basis features used for more advanced scene analysis.
The goal of the ADABTS project was to create a state-of-the-art automated surveillance system that combines multi-modal cues (video as well
as audio) to determine if anything out of the ordinary is happening in the
area under surveillance. When unusual events are detected, the system
should alert people monitoring the system in the control room and focus
their attention on the situation at hand. The final decision on whether or
not to act upon the event is left to the people in the control room. The
‘hall dataset’ that will be described in Section 3.1.2 was recorded as part
of this project. A precursor to this project was the NWO CASSANDRA
project, which aimed to create an automated surveillance system fusing audio and video information [Zajdel et al., 2007]. The ‘train station
dataset’ discussed in Section 3.1.1 was recorded as part of this project.
In many cases, research in the areas of localization and tracking has
focused on 2D approaches, using a single camera view. While such approaches keep the hardware requirements limited, they also suffer from a
lack of variation in perspectives. This makes it harder to accurately track
persons under occlusion (i.e. persons temporarily invisible because they
pass behind other persons or behind static objects in the scene).
Taking a multi-view approach to localization and tracking not only offers the possibility to keep track of persons occluded in one or more views,
but also allows to register persons’ appearance from all sides simultane-
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ously. By building a 3D reconstruction based on multiple viewpoints,
multi-view data can be fused naturally. Furthermore, the extra information captured in a 3D descriptor gives it more discriminative power,
for example in the context of track disambiguation. A 3D reconstruction
offers the potential to make a full spatial analysis of the scene and investigate the spatial relationships between all persons in the scene. This
will be beneficial for methods analyzing group behaviors and person interactions. 3D reconstruction also introduces some new issues such as
the creation of artifacts or ‘ghosts’, which are discussed later. Part of the
challenge in working with 3D scene reconstructions is in handling these
artifacts.
Another important feature for scene and behavior analysis is the pose
of persons in the scene. When analyzing interactions between persons,
their pose conveys a lot of information about the nature of the interaction [Vinciarelli et al., 2009, Yun et al., 2012, Park and Aggarwal, 2004].
Much research on determining the full articulated body pose of a person
has been done [Felzenszwalb and Huttenlocher, 2005, Andriluka et al.,
2010, Hofmann and Gavrila, 2012, Balan et al., 2007a], and methods exist to get detailed body poses without using markers stuck on the persons
of interest. While highly detailed pose estimation is very useful for analyzing persons’ behavior, estimation of the articulated pose from images
is complex and takes a long time to compute. Efficient real-time pose estimation and motion recognition methods are currently employed in consumer electronics products like Microsoft’s Kinect or Sony’s Playstation
Move controller. These devices allow the control of computer interfaces
through natural body movements. Their main focus is on small numbers
of simultaneous users, perceived from relatively close distance (about 4
m max) and a frontal view. The use of structured light (Kinect) or the
need of visible objects of known size (Playstation Move) lowers their usability in more general settings. These systems do not work well in sunny
outdoor settings.
As part of the pose, body orientation (the rotation of the person along
their vertical axis) is important when trying to determine which persons
interact with each other. An accurate orientation estimate of the persons
in the scene can help combine individual persons into groups. For example, orientation is one of the main cues for determining group relations
using the widely used system of F-formations defined by [Kendon, 2010].
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Computation of the overall body orientation is easier than computing the
full articulated pose. Combined with accurate tracking information, the
body orientation of persons can offer clear benefits for scene analysis. In
an HMI setting for example, the orientation of the user can provide information about which part of the system they currently interact with, or
whether they don’t interact with the system at all. In case of a surveillance setting on the other hand, orientation can provide information such
as whether persons are just talking (standing close, facing each other)
or someone is being pickpocketed (standing close, one person facing the
other one’s back).
Finally, a good appearance model uniquely identifying a person helps
to generate stable tracks. Similar to many tracking approaches, appearance models often only register 2D information or even completely lose
spatial information by binning color information to create an appearance histogram. Appearance models based on 3D information often make
strong assumptions about object shapes, for example by using fixed 3D
shape models to represent persons. On the other hand, there are highly
complex methods that use 3D laser scan data or fully articulated models,
modeling all individual body parts. A more in-depth discussion on this
subject will be presented in Section 2.2.

1.2

Scope and Outline

This thesis investigates multi-person localization and tracking, person orientation estimation and 3D person appearance modeling in the context
of complex, realistic settings observed by a small number of cameras with
strongly overlapping views. Many datasets related to person motion analysis are recorded in a lab environment where illumination conditions and
the amount of background clutter can be fully controlled. The datasets
recorded for this thesis are recorded in realistic public settings (outdoors
as well as indoors) with dynamic backgrounds and uncontrolled illumination, person appearances and background clutter.
Because of cost and logistics considerations in real world settings, the
number of cameras that can be employed to perceive one area is often
limited. Therefore, this thesis aims to develop methods that work with
as few as 3 cameras from very different, diagonal downward viewing directions (as opposed to ceiling-mounted cameras with a bird’s-eye view).
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These conditions could arise in a sports stadium (e.g. football, basketball), the main lobby of a building (e.g. bank, government) or at a critical infrastructure (e.g. train station or airport hall). The cameras have
been frame-synchronized and calibrated off-line. Methods to do on-line
synchronization and calibration do exist [Pflugfelder and Bischof, 2007,
Pollefeys et al., 1999, Hartley and Zisserman, 2003], but their investigation is outside the scope of this thesis.
The considered wide-baseline camera set-up makes it difficult to establish individual feature correspondences across views, especially in the
presence of sizable inter-person occlusion. The approaches taken in this
thesis aim for robustness by performing the analysis based on a 3D scene
reconstruction. To this end, volume carving [Laurentini, 1994] is employed in order to reconstruct the visual hull of all persons present in
the scene. The main challenge in this setup is to determine the correct
correspondences between the objects in the 2D images. Volume carving creates a volumetric reconstruction of the scene based on 2D object
segmentations acquired using methods like background estimation (Figure 1.2(b)). Using the camera calibration, these segmented objects are
projected into the 3D space taking into account perspective, ‘carving out’
portions of the space where the objects could potentially be. At the locations where the projections from different cameras intersect in the 3D
space, objects hypotheses are generated. This procedure is visualized in
Figure 1.2(c), where the colored cones represent the projection of the
foreground segments into 3D space, the white rectangular areas represent the locations where the projections from all cameras intersect and
the blue circles represent the actual person locations. Matching segments
of different objects together across multiple views leads to erroneous 3D
artifacts, often referred to as ‘ghosts’, see Figure 1.2(c)-(d).
Part of the challenge in doing localization and tracking using this 3D
reconstruction is in distinguishing ‘ghosts’ from actual persons. Temporal
or appearance based disambiguation of ghosts and persons is hard. Because ghosts are created from combinations of persons, their appearance
is a combination of the appearances of these persons and might as well
represent a new person entering the scene. Furthermore, while persons
move around the scene, ghosts fluently move around with them splitting
themselves off from a real person or merging with another person. Similar
merging and splitting of objects can be perceived when persons meet, walk
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(a)

(b)

(c)

(d)

Figure 1.2: (a) Recorded images. (b) Corresponding foreground
segmentation images. (c) Volume carving projects foreground
masks generated at each camera view into a 3D space, ‘carving
out’ potential object positions (red bounded, white areas). Because of incorrect correspondences, extra volumes are carved out,
so-called ‘ghosts’ (artifacts). An example ghost is marked by a red
circle. Actual person positions are shown as blue circles. (d) (top)
Volume carving result (including artifacts), segmented into person
hypotheses (colored objects). (d) (bottom) Detected persons. The
blue lines represent the area perceived by all cameras.
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close together and part ways again. When persons stand still for longer
periods of time, the ghosts will stand still with them. Figure 1.3 shows an
example of how objects in the volume space evolve over time. Magenta
circles indicate the ground truth positions of persons in the scene. The
area in which persons can be tracked is outlined in green. Object reconstructions are shown as white blobs. The reconstructed object entering
the tracking area from the right at T = 14 (marked by a green ‘G’) is a
ghost. On the other hand, the object entering from the left at T = 22
(marked by a green ‘P’) is an actual person. Two persons merge into one
reconstructed object at T = 150, which has about the same size as the
single person reconstructions in T = 14.
Besides working with reconstruction artifacts, an important part of
multi-person tracking is the creation of consistent tracks. When a certain
person is given an ID by the tracker, this ID should be maintained as
long as the person moves around in the area of interest. This thesis
does not address person re-identification: maintaining the ID of a person
that leaves the area of interest and re-enters at a later point in time.
Although the appearance models used for the different methods could
support person re-identification, this is out of the thesis scope and such
evaluation is left for future work.
The complexity of the appearance model proposed in this thesis is
close to that of a static 3D shape model, while the model’s flexibility is
closer to that of a fully articulated 3D person model. Modeling both shape
and texture using the 3D scene reconstruction results in a level of detail
that lies in between the simplified and the complex models described
in the previous section. This kind of appearance model could, when
combined with the orientation estimate, also serve as an initialization or
bootstrapping procedure for more advanced pose estimation methods.
The goal of this thesis regarding person orientation estimation, discussed in Chapter 5, is to recursively estimate the orientation of a person
relative to their orientation in the first frame in which they are observed.
This as opposed to getting an absolute orientation estimate with respect
to some predetermined fixed reference. Estimation of the person’s orientation is done based on a low dimensional representation of the person’s
appearance model consisting of a shape and a texture model. As the
basis of the shape and texture model the 3D volume reconstruction is
used, while the person’s position is determined using the localization and

INTRODUCTION

Figure 1.3: Evolution of ghosts and person reconstructions in the
volume space. The volume space is shown top-down. Similarities
in shape and temporal behavior make it hard to distinguish ghosts
from persons. The green line marks the area in which detections
are possible. The white arrow marks the camera’s viewpoint. Magenta circles mark ground truth person positions. White areas
specify regions in the volume space having enough vertical mass
to be a person. The object marked by a green ‘G’, entering from
the right at T = 14, is a ghost. The object marked by a green
‘P’, entering from the left at T = 22, is a person. The region containing two persons at T = 150 has a similar size to the regions
containing a single person at T = 14.
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tracking method proposed in this thesis. The model’s dimensionality is
reduced by representing both the 3D shape and the texture using spherical
harmonics (SH ). Besides offering a compact representation, the properties of SH offer an elegant way of estimating the person’s orientation by
comparing the appearance models of consecutive time steps. This in turn
allows to update the 3D shape and texture model of the person.
The outline of this thesis is as follows. Chapter 2 provides an overview
of work most closely related to the work presented in this thesis and
highlights this thesis’ contributions. In Chapter 3, a description of the
datasets used for this thesis’ experiments is given, including information
about the calibration of the cameras and the volume space. Chapter 4
presents the proposed multi-view, multi-person localization and tracking framework that performs joint localization and tracking of persons
using a two-step approach. This approach reduces computational complexity by first using a simplified version of the objective function used
for computing the track-to-detection assignment, based on a subset of
the available features independent of the assignment hypotheses. The
resulting set of assignment hypotheses is then evaluated using the full
objective function making use of all available features. Chapter 5 deals
with the orientation estimation approach, using an on-line learned SH
based appearance model to determine the relative person orientation on
a frame-to-frame basis. The chapter describes how to create and update
the low dimensional appearance model and simultaneously estimate the
orientation of the person making use of the properties of the SH representation. Finally, Chapter 6 concludes this thesis, summarizing its results
and providing pointers for further research.
This thesis is based on material published in Liem and Gavrila [2009,
2011, 2013a,b, 2014a,b].

Chapter

2

Related Work and
Contributions
Extensive research has been performed in the areas of person localization
and tracking and pose estimation. This chapter will give an overview of
the work most relevant to this thesis. For exhaustive overviews of different
state-of-the-art localization and tracking algorithms, see the surveys by
Smeulders et al. [2014], Yang et al. [2011], Enzweiler and Gavrila [2009],
Yilmaz et al. [2006] and the book by Blackman and Popoli [1999]. The
subject of appearance modeling in the context of visual tracking is surveyed by Li et al. [2013], discussing different 2D appearance models as
well as statistical modeling schemes for tracking-by-detection. Cox [1993]
provides an overview focusing on different data association methods, useful for assigning detections to tracks in the multi-target tracking context.
The review presented by Dore et al. [2010] explores methods taking a
Bayesian approach to (multi-target) tracking. Vision based person localization and tracking methods have also been reviewed with respect to
their application in the area of visual surveillance systems [Valera and
Velastin, 2005, Kim et al., 2010, Räty, 2010].
Less work has been done on the estimation of persons’ full body orientation. Most work related to the estimation of the body orientation
of persons aims to estimate the persons full articulated pose. Extensive overviews of methods for estimating persons’ articulated pose can
be found in Gavrila [1999], Moeslund et al. [2006], Poppe [2007], Sigal
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and Black [2010]. Estimation of a person’s head pose has been studied
separately, and is surveyed by Murphy-Chutorian and Trivedi [2009].
The next section will give an overview of literature related to person
localization and tracking. Section 2.2 gives an overview of related work
for the subject of pose and orientation estimation. In Section 2.3, an
overview of this thesis’ contributions is provided.

2.1

Localization and Tracking

Much research on person localization and tracking focuses on the use of
a single camera view [Benfold and Reid, 2011, Leibe et al., 2008, Wu
et al., 2012, Yang and Nevatia, 2012, Andriyenko et al., 2011, Breitenstein et al., 2011, Collins, 2003]. In recent work, pre-trained person
detectors are often used to generate detections [Benfold and Reid, 2011,
Yang and Nevatia, 2012, Andriyenko et al., 2011, Enzweiler and Gavrila,
2011, Munder and Gavrila, 2006, Gavrila, 2007]. Benfold and Reid [2011]
use a HOG based head detector to detect heads from a bird’s-eye-view
camera perspective and extrapolate full body detections using a fixed
ground plane. Using multiple instance learning, Yang and Nevatia [2012]
learn appearance models from person detections making up possibly connected as well as mutually exclusive tracks. Andriyenko et al. [2011]
combine HOG based person detections with a Gaussian per detection to
reason about occlusions and track persons through occlusions. Enzweiler
and Gavrila [2011] combine multiple person classifiers in a mixture of experts setting, boosting classification performance. Gavrila [2007] presents
a hierarchical template-based person classification method that matches
contour-based templates in edge images. An overview comparison of several feature types and classifiers is provided by Munder and Gavrila [2006].
The method presented by Leibe et al. [2008] uses quadratic boolean programming to solve localization and tracking in coupled manner. Multiple
tracking hypotheses are kept and the most likely trajectories are found
searching forwards as well as backwards in time.
Wu et al. [2012] perform coupled localization and tracking using graph
based flow optimization. Detections are generated using a template based
generative model on a discretized ground plane.
Handling occlusions from one perspective is difficult and is often
solved by extrapolating tracking results, which is error prone. While
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single view tracking methods can offer good results, using more cameras
makes tracking more robust for more complex and crowded scenes. Furthermore, using multiple views allows modeling persons’ appearance from
all sides.
Multi-camera person localization has been approached in several ways.
Mittal and Davis [2003] match colors in different views along epipolar lines
to determine the position of persons on the ground plane. Occlusions are
modeled by learning person presence likelihood maps at these locations.
Eshel and Moses [2010] project multiple camera views onto a horizontal
plane located at head-hight in the 3D space, comparing pixel values of
different views at the same projected location to locate persons’ heads.
Foreground images are projected onto multiple horizontal planes in the 3D
space by Khan and Shah [2009] and Arsic et al. [2008], detecting objects
at ground plane locations where multiple foreground regions intersect
in multiple planes. Similarly, Santos and Morimoto [2011] use images
containing the number of foreground pixels above each pixel to create 3D
detections at positions with the highest accumulated score.
Fleuret et al. [2008] present a Probabilistic Occupancy Map (POM) for
person localization. A generative model using a discretized ground plane
and fixed size regions of interest approximates the marginal probability of
occupancy by accumulating all evidence received from foreground images
from every camera. A similar approach using information acquired by a
person detector instead of only using foreground information is presented
by Berclaz et al. [2008]. Huang and Wang [2012] propose a model in
which multiple volume carving based scene configuration hypotheses are
evaluated. Instead of solving hypothesis selection in 3D, the graph cut
algorithm is used to label the pixels of each camera image as background
or one of the persons in the scene. An iterative model labeling individual
voxels of a volume reconstruction as either part of an object, background
or static occluder is presented by Guan et al. [2010]. Otsuka and Mukawa
[2004] determine 2D visual angles, as seen from the top-down, corresponding to the segmented objects seen in each camera. Zabulis et al. [2013]
use eight cameras to create a high resolution volume reconstruction of
a scene, in which persons are detected and tracked as blobs projected
onto the ground plane. Reconstruction artifacts are handled under the
assumption that they are short-lived and can be eliminated by delaying
the assignment of an ID to a new detection.
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Detections can be combined into long-term tracks in several ways.
Methods either use a recursive tracking approach useful for real-time
applications [Mittal and Davis, 2003, Collins, 2003, Otsuka and Mukawa,
2004, Kang et al., 2004, Kim and Davis, 2006, Hu et al., 2006, Du and
Piater, 2007, Calderara et al., 2008, Arsic et al., 2008, Breitenstein et al.,
2011, Huang and Wang, 2012, Zabulis et al., 2013], or do tracking in batch
mode using a buffer of frames [Khan and Shah, 2009, Fleuret et al., 2008,
Wolf et al., 1989, Zhang et al., 2008, Ben Shitrit et al., 2011, Berclaz
et al., 2011, Leal-Taixe et al., 2012, Hofmann et al., 2013].
Recursive trackers perform on-line tracking on a frame-to-frame basis,
often using well known algorithms like Mean-Shift [Collins, 2003], Kalman
filtering [Huang and Wang, 2012, Arsic et al., 2008] or particle filtering
[Breitenstein et al., 2011]. Calderara et al. [2008] and Hu et al. [2006] both
perform detection and tracking in individual camera views and match persons’ principal axes between cameras to consistently label persons across
cameras. While Hu et al. [2006] use a standard Kalman filter for tracking,
Calderara et al. [2008] take a tracking-by-detection approach based on
foreground segmentations and learned appearance models. When tracking multiple objects simultaneously, the issue of consistently assigning
tracks to detections should be solved. Well known solutions are the Joint
Probabilistic Data Association Filter [Fortmann et al., 1983, Kang et al.,
2004] and Multiple Hypotheses Tracking [Reid, 1979, Cox and Hingorani,
1996]. A JPDA tracker using appearance, 2D and 3D person positions
is presented by Kang et al. [2004]. Huang and Russell [1997] formulate
the track assignment problem as a bipartite matching problem. They apply the Hungarian algorithm to solve the assignment problem, using an
association matrix to enumerate all possible assignments. The method
is applied to vehicle re-identification using non-overlapping monocular
cameras and constrained motion patterns (lanes on a highway), which is
significantly different from the context of this thesis.
Particle filters have also been extended for multi-target tracking, for
example combined with the appearance model from Mittal and Davis
[2003] and the projection of persons’ principal axis onto the ground plane
by Kim and Davis [2006]. Du and Piater [2007] combine multiple particle
filters for each camera as well as on the ground plane to track persons.
Otsuka and Mukawa [2004] keep multiple hypotheses for the regions in
the scene where a person can be. Position estimation within these re-
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gions is done using particle filtering. Possegger et al. [2013] compute a
volumetric scene reconstruction to generate detections and use particle
filtering for tracking. The complexity of the assignment problem is reduced by partitioning the detections using Voronoi partitioning, making
the object states independent. Appearance cues are used to distinguish
objects in close proximity of each other, after all person locations have
been identified. The track creation policy is based on strict entry and
exit areas where tracks can be created and deleted.
Since this thesis focuses on recursive tracking, the most relevant approaches doing recursive tracking using multiple cameras are highlighted
in Table 2.1. This table also lists whether the approaches treat localization and tracking separately or if they combine the two. In the first
case, persons’ positions are determined during the localization step while
the tracking step connects all locations over time to form tracks [Arsic
et al., 2008, Calderara et al., 2008, Du and Piater, 2007, Hu et al., 2006,
Kang et al., 2004, Kim and Davis, 2006, Mittal and Davis, 2003]. In the
second case, localization provides just hypotheses for persons’ positions.
This information is combined with tracking information from previous
time steps to resolve which hypotheses are actual persons and which are
false positives [Otsuka and Mukawa, 2004, Possegger et al., 2013]. This
last approach is referred to as joint localization and tracking and is the
approach taken in this thesis.
Batch mode trackers optimize detection to track assignment over a set
of multiple frames together, looking both forwards and backwards in time.
Tracking is often modeled as a linear or integer programming problem or
as an equivalent graph traversal problem. Flow optimization is used for
tracking by Zhang et al. [2008], finding disjoint paths in a cost flow network defined using observation likelihoods and transition probabilities.
Berclaz et al. [2011] apply standard flow optimization techniques to do
tracking in a graph created by stacking the POMs proposed by Fleuret
et al. [2008] for multiple time steps. For comparison, this method (used
as a baseline in the experiments) is added to Table 2.1. This method is
extended with an appearance model by Ben Shitrit et al. [2011]. Detections created by Khan and Shah [2009] are combined into tracks based
on their positions and a graph cut segmentation method is used to find
individual trajectories in a tracking sequence. Leal-Taixe et al. [2012]
solve localization and tracking jointly by simultaneously optimizing the

Method

CA

NP

Arsic et al. [2008]

4

5

Calderara et al. [2008]

4

3

Du and Piater [2007]

2-4

2

Hu et al. [2006]

2-3

4

Kang et al. [2004]

2

5

Kim and Davis [2006]

4

4

4-16

3-6

Zabulis et al. [2013]

8

1-7

Otsuka and Mukawa [2004]

6

5

Proposed method

3-5

2-23

Possegger et al. [2013]

4-5

4-12

Berclaz et al. [2011]

1-5

9-10

Mittal and Davis [2003]

Tracking

App

foreground segmentation, multi-plane
quadratic programming:
homography, false positive reduction
position, appearance
homography,
position,
epipolar constraints
appearance
principal axis,
position
homography
foreground segmentation,
position
principal axis, homography
foreground segmentation,
JPDA: 2D and 3D
homography
position, appearance
foreground segmentation
multi-hypotheses,
Principal axis, homography
position, appearance
color matching of
position,
epipole segments
velocity
volume reconstruction,
position,
projected on groundplane
intensity
joint localization and tracking: 2D detections based on visual angles,
no appearance, no track creation/deletion, measurements independent,
multiple occlusion hypotheses, recursive bayesian estimation, position likelihood
joint localization and tracking: 3D detections, appearance in objective function,
entry/exit likelihood map, occlusions make assignments dependent
graph assignment problem, position likelihood, foreground likelihood
joint localization and tracking: 3D detections, close proximity appearance after detection,
fixed entry/exit areas, assignments conditionally independent,
Voronoi partitioning of hypotheses space, position likelihood

Localization

Track Assignment

Kalman
filter
tracking by
detection
multiple
particle filters
Kalman
filter
Kalman
filter
particle
filter
Kalman
filter
linear
extrapolation
particle
filter

yes

Kalman
filter

yes

particle
filter

yes

joint localization and tracking: Probabilistic Occupancy Map (POM) detections
[Fleuret et al., 2008], no appearance, entry/exit, areas at a.o.i. edges, joint
optimization of all trajectories using KSP flow optimization in a graph of stacked POMs

batch mode
flow
optimization

no

Table 2.1: Overview of recursive person localization and tracking methods. For comparison, the batch mode method
from Berclaz et al. [2011] that is used as a baseline in this thesis’ experiments is included as an additional entry.
(CA: Number of cameras, NP: Number of persons in one group, App: uses appearance model for tracking).

yes
no
no
yes
yes
yes
no
no
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flow through graphs representing detections per view as well as graphs
representing 3D detections reconstructed from combined camera pairs.
In comparison, Hofmann et al. [2013] use flow minimization on a single
global graph to perform tracking as well as 3D position reconstruction
based on one or more views. Vertices describe 3D positions based on different combinations of 2D detections and edges connect these positions
over time.
Finally, hybrid tracking approaches based on tracklets combine both
types of methods [Benfold and Reid, 2011, Yang and Nevatia, 2012, Andriyenko et al., 2011, Eshel and Moses, 2010, Baltieri et al., 2011]. First,
recursive methods connect detections to short consistent tracklets, after
which batch methods combine these to form long term tracks. Benfold
and Reid [2011] generate short stable tracklets using KLT features to
track their detections over time and use a sliding window to match and
combine these into tracks. Andriyenko et al. [2011] use a non-convex
energy optimization scheme to connect tracklets created from connecting person detection results. Yang and Nevatia [2012] learn non-linear
motion patterns from tracklets created using a person detector and connect tracklets according to the learned patterns. Baltieri et al. [2011]
create short term tracks by Kalman filtering detections created using a
3D marked point process model. An appearance model, sampled using
a manually created 3D person model, is used to combine corresponding
tracklets into more consistent long-term tracks.

2.2

Appearance Modeling and
Orientation Estimation

Extensive research has been performed in the areas of person appearance
modeling [Ben Shitrit et al., 2011, Cheng-Hao et al., 2010, Farenzena
et al., 2010, Gray and Tao, 2008, Gandhi and Trivedi, 2007], 3D body
shape modeling [Huang et al., 2010, Mitzel and Leibe, 2012, Gall et al.,
2009, Balan et al., 2007b] and pose estimation [Gall et al., 2009, Balan
et al., 2007b, Felzenszwalb and Huttenlocher, 2005, Hofmann and Gavrila,
2011, Gandhi and Trivedi, 2008, Enzweiler and Gavrila, 2010, Shimizu
and Poggio, 2004, Chen and Odobez, 2012, Andriluka et al., 2010].
Modeling person appearance is most commonly done based on sin-
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gle view information. Color histograms representing the full extent of a
person’s appearance are often used [Ben Shitrit et al., 2011, Leibe et al.,
2008], while more sophisticated methods split a single person’s appearance up into several layers, incorporating some spatial information in the
descriptor [Zajdel et al., 2005, Mittal and Davis, 2003, Bird et al., 2005,
Santos and Morimoto, 2011]. More recent methods make use of ensembles of different features to be more robust and cover different aspects of
persons’ appearance like color and texture information [Cheng-Hao et al.,
2010, Farenzena et al., 2010].
Viewpoint invariance is addressed by Gray and Tao [2008], where
AdaBoost is used to learn a good set of spatial and color features for
representing persons. Some approaches combine histograms created at
multiple viewpoints (e.g. Morioka et al. [2006]). Others try estimating
the full body texture of a person by projecting the person’s appearance
onto a 3D structure like a cylinder (e.g. Gandhi and Trivedi [2007]).
These multi-view types of methods provide robustness to perception from
different angles, while the use of full body textures also maintains the
spatial properties of the appearance per view.
Since the human body shape is largely non-rigid, modeling body texture is not straightforward. Mapping the texture of a non-rigid shape onto
a rigid object as done by Gandhi and Trivedi [2007] may result in instable
textures over time, introducing artifacts into learned texture models and
making it hard to accurately compare body textures over time. Using
a more accurate estimate of the 3D object shape could help in creating
more discriminative appearance models.
Some research has specifically aimed to generate a more accurate 3D
reconstruction of the visual hull of objects, computed using shape-fromsilhouette methods. Kutulakos and Seitz [2000] compute an improved
voxel model of the visual hull by coloring all voxels using the camera
views and checking color consistency among cameras for each voxel, eliminating inconsistent voxels. Cheung et al. [2004] present a method for
aligning rigid objects in multiple time steps and reconstructing an object
using information from multiple time instances. Translation and rotation
are estimated by matching and aligning colored surface points over time.
By transforming the camera viewpoints according to the estimated transformation, new virtual viewpoints are created extending the number of
viewpoints usable for shape-from-silhouette methods.
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Mitzel and Leibe [2012] learn a 3D shape model of a person over
time based on stereo depth data. Using the iterative closest point (ICP)
algorithm, the model is aligned with the stereo data at each time step
enabling person tracking and updating the model. For good performance
ICP requires an initial rough alignment between the model and the data.
An alternative approach is to estimate fully articulated 3D body pose,
either by lifting 2D part-based body models [Felzenszwalb and Huttenlocher, 2005, Andriluka et al., 2010] or by using 3D models directly [Hofmann and Gavrila, 2011, 2012, Gall et al., 2009, Balan et al., 2007b,
Gavrila, 1996]. This approach can in principle provide accurate 3D body
shape and texture models, but is computationally expensive and is hard to
apply in uncontrolled, complex environments (e.g. dynamic background,
multiple persons).
Some work has been done on estimating the body facing direction of
persons without estimating the full articulated pose. Several 2D single
frame approaches combine orientation-specific person detectors [Gandhi
and Trivedi, 2008, Enzweiler and Gavrila, 2010, Shimizu and Poggio,
2004], while work by Chen and Odobez [2012] estimates body and head
pose in batch mode, coupling the output of underlying classifiers. Flohr
et al. [2014] jointly estimate head and body orientation form stereo images. These methods offer an absolute orientation estimate with respect
to some global reference frame.
Other research focuses on estimating the relative orientation of a person with respect to a canonical orientation determined by the person’s
orientation in the first frame processed. In Gandhi and Trivedi [2007],
texture sampled from a cylinder surrounding a person is shifted along the
rotational axis in a generate-and-test fashion to find the best matching
orientation. Chen et al. [2012] create an appearance template using a
fixed 3D shape model consisting of three stacked cylinders with varying
elliptical sections. The method does not update its appearance model online and determines person orientation by computing the match between
image pixel color and the colors of the template, rotated and projected
onto the image plane.
Spherical harmonics (SH ) have been used in order to perform face
recognition under varying lighting conditions (e.g. Yue et al. [2008]).
Representing 3D objects by projecting them onto an SH basis has been
researched mainly with respect to exemplar based 3D object retrieval. A
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collection of rotationally invariant 3D object descriptors has been compared by Bustos et al. [2005]. Recently, an SH decomposition of a 3D
extension of the HOG descriptor was presented by Liu et al. [2011]. Makadia et al. [2006] present a method for the registration of 3D point clouds
that uses an SH representation of extended Gaussian images (EGI) to
estimate the difference in orientation between point clouds. Several rotation invariant 3D surface shape descriptors have been compared by Huang
et al. [2010], for the purpose of finding matching poses in sequences with
high quality 3D data. Many of these methods use some form of histogram
for the shape representation, losing the descriptive spatial information of
the shape.

2.3

Contributions

The aim of this thesis is to develop a novel, robust way of localizing
and tracking multiple persons in complex, uncontrolled environments observed by a moderate number of cameras with overlapping fields-of-view.
Furthermore, this thesis aims to use the person detections to estimate the
orientation of individual persons in the scene. To take advantage of the
multiple viewpoints, a volumetric reconstruction of the scene is used as
the basis for localization and tracking, as well as for modeling the person
appearance and estimating their orientation. These goals result in the
formulation of the following set of research questions:
• How can as much 3D scene information as practically possible be
incorporated at an early stage of person localization and tracking?
• What advantages does a recursive approach to localization and tracking offer compared to a batch approach?
• How can a person’s shape and texture be combined in a compact
and elegant appearance model that in turn facilitates orientation
estimation?
The remainder of this section summarizes the main contributions in
the areas of localization and tracking and orientation estimation.
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Localization and Tracking

There are three main aspects to multi-person, multi-camera localization
and tracking: finding correspondences between different views, correlating detections to tracks and determining false positives. This thesis’ main
contribution in the area of localization and tracking is a two-step likelihood optimization approach that solves all these aspects jointly while
considering information on object locations, foreground segmentations
and appearances. The task of identifying detected objects as persons
and tracking them is formulated as an assignment problem in a bipartite
graph. Hypotheses for correlating 2D detections across views are created
using volume reconstruction, forming detections in the 3D space. By associating these detections with existing tracks, the proposed method determines whether or not detections are actual persons and thereby whether
correlation hypotheses are correct. Occlusions and the uncertainty about
which detections are persons and which ones are ghosts make determining
which features belong to which object ambiguous and dependent on all
assignments made. This is for example the case when taking appearances
into account, and makes determining the most likely assignment hypothesis intractable. The proposed two-step approach offers an approximate
solution to this problem. Methods like Calderara et al. [2008], Mittal
and Davis [2003] only take into account dependencies when correlating
2D detections across views, but do not combine this with the aspect of
localization and tracking.
The different viewpoints enable modeling persons’ appearances from
all sides simultaneously, while the use of occlusion information from the
volume reconstruction allows individual appearances to be extracted with
minimum pollution from other objects’ appearances. Other methods taking a joint approach to multi-camera localization and tracking either do
not take appearance into account [Otsuka and Mukawa, 2004], or only
use appearance to resolve conflicting track assignments (i.e. not for detection) [Possegger et al., 2013]. The proposed joint approach allows the
use of appearance information for all aspects of localization and tracking, making it an integral part of the objective function and using it for
track continuity as well as to distinguish persons from ghosts. It thus
incorporates available information as early as possible. This is not possible when treating different aspects independently. Entry and exit regions
are modeled using a combination of a likelihood map (Figure 4.4(b)) and
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the foreground likelihood (Section 4.2.2), offering high flexibility in the
creation and deletion of tracks.
Chapter 4 presents the objective function used to determine the most
likely detection-to-track assignment (Section 4.2) and the proposed twostep solution to handling hypotheses interdependency (Section 4.3).

2.3.2

Orientation Estimation

Regarding the subject of person orientation estimation, this thesis’ main
contribution is a method for estimating a person’s relative body orientation while simultaneously generating a person’s shape and texture model.
The estimate is made on a per-frame basis using an on-line learned appearance model consisting of low dimensional SH shape and texture representations. By using SH as a basis, orientation estimation can be performed elegantly, without the need of explicitly testing for different orientations and without a constraint on the maximum angular difference
at successive image frames. The SH formulation and the way the proposed approach takes advantage of texture information differentiates it
from [Mitzel and Leibe, 2012, Makadia et al., 2006]. Contrary to these
methods, the proposed method both retains the descriptive spatial information of the 3D shape and does not need an initial rough alignment to
perform orientation estimation.
Chapter 5 will discuss the proposed approach to orientation estimation
and appearance modeling in detail.
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Datasets
This chapter gives an overview of the real-world datasets used in the evaluation of the methods proposed in this thesis. Evaluation is performed
on two novel datasets as well as on two publicly available benchmark
datasets. The datasets discussed in this chapter have been selected for
their challenging scenarios and conditions. Although the novel scenarios
are acted, they portray realistic surveillance scenarios with challenging
crowd behavior and illumination conditions. For the evaluation of the proposed orientation estimation method, two additional synthetic datasets
were used. These will be described separately in Sections 5.3.1 and 5.3.2.
The next section provides a description of the datasets used for the
localization and tracking experiments. Section 3.2 describes the data used
for the orientation estimation experiments. Finally, Section 3.3 describes
the camera calibration method, color calibration and the setup of the
volume space used for the experiments.

3.1

Localization and Tracking

Localization and tracking experiments are done on four different datasets:
two novel datasets and two publicly available benchmark datasets. The
first new dataset called ‘train station data’ was recorded outdoors on
a train platform. Example frames from this dataset can be found in
Figure 3.1. The second new dataset called ‘hall data’ was recorded in the
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Figure 3.1: All three viewpoints of the train station data, showing
one time step from scenario 01-2 (top) and one time step from
scenario 16-1 (bottom).
central hall of the ADO football stadium in the Hague. Figure 3.3 shows
example frames from this dataset. Both datasets have been published
in [Liem and Gavrila, 2013a] and are made available for non-commercial
research purposes.1 For the benchmark datasets, the publicly available
APIDIS dataset2 presented by Chen et al. [2011] and the first EPFL
terrace dataset3 presented by Fleuret et al. [2008] were used.

3.1.1

Train Station Data

The outdoor ‘train station data’ consists of 14 sequences of in total 9925
frames, recorded on a train platform. Between two and five actors enact
various situations ranging from persons waiting for a train to fighting
hooligans. The scenes have dynamic backgrounds with trains passing
by and persons walking on the train platform. Lighting conditions vary
significantly over time, as can be seen in Figure 3.1. Notice the sunlit
1

In order to download the data and calibration information, please follow the links
from http://www.gavrila.net or contact the author.
2
The APIDIS dataset can be found at http://www.apidis.org/Dataset.
3
The terrace dataset can be found at http://cvlab.epfl.ch/cms/site/cvlab2/
lang/en/data/pom.
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Figure 3.2: Empty scene from the train station data. Red lines
indicate the area of interest of 7.6 × 12 m. Note that these images
have been undistorted using the intrinsic camera calibration.
patches on the floor that completely saturate the sensor and move over
time.
The area of interest (a.o.i.) for which the volume space is computed
is 7.6 × 12 m and is viewed by three overlapping, frame synchronized
cameras recording 752 × 560 pixel images at 20 fps. Figure 3.2 shows the
empty scene from the perspective of the three cameras. Red lines in these
images indicate the a.o.i.
Table 3.1 provides an overview of the scenarios selected for localization
and tracking experiments. Statistics have been computed over all persons
inside the area covered by all cameras, used for tracking. The table lists
each scenario’s length (in frames), the maximum number of persons in
each scenario, the average distance between the two closest persons in the
scene (in cm), the average movement speed of all persons (in m/s) and
the standard deviation of the movement speed (in m/s). These statistics
give some indication of the difficulty level of each scenario.

Ground Truth Annotation
Ground truth (GT) person positions and orientation are obtained by annotating 17 distinctive locations (joint and head positions) on the body
of each person of interest in each camera. A fully articulated 3D person
model is fitted onto these annotated points using least-squares optimization. The model’s torso center, projected onto the ground plane is used
as the GT person position, while the torso’s orientation is taken to be the
person body facing direction. According to Hofmann and Gavrila [2011],
who annotated parts of the same dataset using this method, doing this
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scenario

frames

persons

01-1
01-2
05-1
07-1
09-1
09-3
10-2
11-1
12-1
12-2
13-2
15-1
16-1
16-2

400
380
1366
460
220
410
1430
500
620
790
669
440
1280
960

3
3
3
4
4
4
3
2
4
5
3
4
4
4

avg. min.
dist.(cm)
84
84
115
204
72
71
132
57
85
92
171
103
74
75

avg.
mov.(m/s)
0.3
0.3
0.3
0.3
0.2
0.2
0.3
0.5
0.5
0.6
0.9
0.5
0.6
0.4

std.
mov. (m/s)
0.5
0.4
0.3
0.5
0.3
0.4
0.3
0.4
0.3
0.4
0.6
0.3
0.4
0.3

Table 3.1: Train station data (localization and tracking) scenario
statistics: Number of frames and persons, average distance between closest persons, average person movement speed, standard
deviation of person movement speed.
for a regular interval of frames results in a positional accuracy of about
4 cm. Annotated positions are specified in ground plane coordinates.

3.1.2

Hall Data

The indoor ‘hall data’ is one 9080 frame sequence recorded in the large
central hall of the ADO football stadium. During the first half of the
scenario, actors move in and out of the scene in small groups. After this,
two groups of about eight persons each enter one by one and start arguing
and fighting.
This data is considerably more challenging than the train station
dataset. It contains more, similarly clothed persons forming denser groups,
and the cameras are placed further away from the scene. Furthermore,
many persons wear dark clothing, which combined with the dark floor of
the hall and multiple badly lit regions complicates foreground segmen-
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Figure 3.3: All four camera views of the hall data (four image
rows), showing two different time instances during the scenario
(left and right image column).
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scenario

frames

persons

3-2

9080

1-23

avg. min.
dist.(cm)
66

avg.
mov.(m/s)
0.3

std.
mov.(m/s)
0.3

Table 3.2: Hall data (localization and tracking) scenario statistics:
Number of frames and persons, average distance between closest
persons, average person movement speed, standard deviation of
person movement speed.

tation. Finally, the overly saturated area near the entrance doors and
the shiny floor reflecting persons and the overhead lights cause false foreground segmentations. The challenges mentioned can be seen in the two
time steps shown in columns in Figure 3.3. Table 3.2 shows the statistics
for the hall dataset, including the average distance of the closest persons
in the scene and the average movement speed. As for the train station
data, statistics have been computed in the area covered by all cameras.
The relatively low movement speed is an indication of the fact that many
persons stand still for extensive amounts of time, in close proximity of
each other.
The scene is recorded using four frame synchronized Point Grey Dragonfly 2 cameras with overlapping fields of view, using a resolution of
1024 × 768 pixels at 20 fps. The a.o.i. used for the calculation of the
volume space measures 12×12 m. Figure 3.4 shows the four camera viewpoints used in this dataset, while the a.o.i is projected as a red square in
all images.

Ground Truth Annotation
Different from the train station data, GT positions for the hall data are
generated every 20th frame (1 second) to limit the time spent annotating. Annotations are created by manually marking every person’s head
location in every camera. The annotated positions are triangulated in
3D using the camera calibration and projected vertically onto the ground
plane. This gives the position of each person, on the ground plane, in
world coordinates.
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Figure 3.4: Empty scene from the hall data. Red lines indicate
the area of interest of 12 × 12 m. Note that these images have
been undistorted using the intrinsic camera calibration.

3.1.3

APIDIS Data

The third dataset used for localization and tracking experiments is the
publicly available APIDIS dataset, presented by Chen et al. [2011]. This
benchmark dataset enables a comparison of the performance of the proposed method to the method presented by Possegger et al. [2013]. The
APIDIS dataset contains 1500 frames showing part of a basketball match.
A total of 7 cameras with partially overlapping views record 1600 × 1200
pixel images at 25 fps. The scene contains 12 persons (2 referees and two
teams of 5 players each) showing fast, abruptly changing motion patterns
and heavy occlusion. Furthermore, players in the same team have highly
similar appearances and the scene has strong highlights and shadows from
the overhead lights. As in Possegger et al. [2013], the a.o.i. is set to a
15 × 15 m region and tracking is only performed on the left half of the
basketball court which is covered by 5 out of the 7 cameras, i.e. cameras

30

CHAPTER 3

Figure 3.5: The five used camera views of the APIDIS data, topto-bottom: cameras 1, 2, 4, 5, 7. Showing two different time
instances during the scenario (left and right column).
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scenario

frames

persons

APIDIS

1500

12

avg. min.
dist.(cm)
130

avg.
mov.(m/s)
1.1

std.
mov.(m/s)
0.8

Table 3.3: APIDIS data (localization and tracking) scenario statistics: Number of frames and persons, average distance between
closest persons, average person movement speed, standard deviation of person movement speed.

Figure 3.6: Empty scene from the APIDIS data. Red lines indicate
the area of interest of 15×15 m. Note that these images have been
undistorted using the intrinsic camera calibration.

1, 2, 4, 5 and 7. Figure 3.6 shows the boundaries of the a.o.i. as a red
square in the camera views used. A number of these cameras have very
similar viewpoints, showing the scene from two sides of the field and from
top-down. This similarity limits the amount of additional information per
view. Two example frames for this dataset can be found in Figure 3.5.
Table 3.3 shows the statistics for this dataset, computed over all persons
in the area covered by at least 3 cameras, used for tracking in this dataset.
Contrary to the previous two datasets, the APIDIS data was not recorded using frame synchronized cameras. Therefore, to enable 3D reconstruction, manual synchronization is applied. Synchronization has been
done as in the low resolution ‘pseudo synchronized dataset’ published
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scenario

frames

persons

terrace

5000

9

avg. min.
dist.(cm)
138

avg.
mov.(m/s)
0.7

std.
mov.(m/s)
0.2

Table 3.4: Terrace data (localization and tracking) scenario statistics: Number of frames and persons, average distance between
closest persons, average person movement speed, standard deviation of person movement speed.
on the dataset’s website. Timestamps from different cameras have been
aligned and frames have been duplicated to match frame numbers and
timestamps between camera streams.

Ground Truth Annotation
GT annotations for this data are generated from the 2D per-camera
bounding boxes provided with the dataset. The center point of each
bounding box is triangulated into the calibrated 3D space using all viewpoints in which the bounding box is visible. The 3D triangulated point
is projected onto the ground plane to get each person’s GT position. As
was done by Possegger et al. [2013], tracking performance is evaluated on
every 10th frame and all GT positions have visually been verified.

3.1.4

Terrace Data

The final dataset used for localization and tracking experiments is the
first EPFL terrace sequence, presented by Fleuret et al. [2008] and used
for experiments in Berclaz et al. [2011]. This ‘terrace’ dataset consists
of 5000 frames recorded using 4 cameras with overlapping fields of view.
The frame-synchronized cameras record 360 × 288 pixel images at 25 fps.
The a.o.i. is set to a 7 × 10 m region and is marked by the red boundary in Figure 3.8. The outdoor scene consists of 9 persons entering the
scene one-by-one, walking randomly around the scene. There are multiple
illumination changes and persons’ appearances are similar. Segmenting
persons can be challenging at times when illumination conditions cause
very little contrast between persons and the background. Two example
views from all cameras can be found in Figure 3.7. The person in the
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Figure 3.7: The four used camera views of the terrace data. Showing two different time instances during the scenario (left and right
column).
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Figure 3.8: Empty scene from the terrace data. Red lines indicate
the area of interest of 7 × 10 m. Note that these images have been
undistorted using the intrinsic camera calibration.

white shirt is hard to segment from the background in some cases where
the slightly different tint of white is confused with a shadow. Table 3.4
shows the statistics for this dataset, computed over all persons in the area
covered by at least 3 cameras, used for tracking in this dataset.

Ground Truth Annotation
The GT for this dataset has been annotated every 25th frame. GT positions are given on the ground plane, in a 30 × 44 cell grid with 25 × 25 cm
cells. The grid cell positions have been converted to ground plane coordinates and tracking precision is evaluated by comparing tracked positions
to these ground plane coordinates.
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(c)

(d)

(e)

(f)

(g)

(h)

(i)

(j)

Figure 3.9: (a)-(i) The 9 persons used in the 12 scenarios. (j)
Samples of scenarios, showing the 3 camera viewpoints and 3 scenarios.

3.2

Orientation Estimation

The real world orientation estimation experiments make use of data recorded using the same setup as used for the train station data from the localization and tracking experiments (Section 3.1.1), but use different scenarios. Scenarios selected for these experiments contain a smaller number of
persons and have a minimal number of occlusions. While some scenarios
feature multiple persons, orientation estimation is only performed for one
person. The complete dataset consists of 2819 frames, distributed over
12 scenarios. A list of the scenarios used, the length of each scenario, the
number of persons in each scenario and whether or not occlusions occur in
that scenario is shown in Table 3.5. The table also indicates which of the
persons shown in Figure 3.9 occur in which scenario. Part of this data has
been published by Hofmann and Gavrila [2012], although in some cases
a subset of the frames published has been used. Newly added scenarios
are indicated by a * in Table 3.5. GT information is created according to
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scenario
S02
S06
S08
S09
S11
S12
S13
S16
S17
S19
S20
S21

*
*
*
*
*
*

frames

persons

occlusions

287
151
430
301
100
403
101
183
171
301
350
41

1
2
2
2
2
2
2
3
2
2
2
3

no
no
no
no
no
yes
no
yes
yes
yes
no
yes

tracked
person
(a)
(b)
(c)
(b)
(d)
(c)
(e)
(c)
(f)
(g)
(h)
(i)

Table 3.5: Data used for orientation estimation: Number of
frames, number of persons, occurrence of occlusions, corresponding person from Figure 3.9. Scenarios marked * are not part of
the data published by Hofmann and Gavrila [2012].
the description given in Section 3.1.1.
Across the 12 scenarios, the orientation of nine different persons is
estimated (some persons appear in multiple scenarios). The nine different
persons involved in the scenes can be found in Figure 3.9(a)-(i), while
Figure 3.9(j) shows sample frames from three scenarios and all camera
viewpoints.

3.3

Camera Calibration

For all datasets, intrinsic and extrinsic camera calibration have been performed manually, off-line. Calibration for the public APIDIS and terrace
datasets is provided with the datasets. For the other datasets, intrinsic
and extrinsic camera calibration have been performed as follows.
Each camera’s intrinsic calibration parameters (i.e. the principal point
(cx , cy ) and focal lengths fx and fy ) and the lens distortion parameters
(κ1 , ..., κ4 ) are computed from a chessboard pattern with known square
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sizes, recorded by each camera. The camera calibration code from the
publicly available OpenCV toolkit4 is used to determine the intrinsic
camera parameters by estimating the deformation of the recorded chessboard pattern.
Computation of the extrinsic camera calibration is done for all cameras simultaneously and is slightly different for the train station data and
the hall data. For the train station data, extrinsic calibration is computed
by annotating corners on a chessboard pattern visible in all cameras. One
of the cameras is chosen to be the origin of the world coordinate system
and assumed to be unrotated. All other cameras are calibrated with respect to this camera. Camera calibration allows for the computation of
the fixed ground plane of the scene, by annotating corresponding points
on the scene’s ground plane in all views. This results in a secondary
‘ground plane’ coordinate system, defined with respect to the world coordinate system.
For the hall dataset, intrinsic camera calibration is performed in the
same way as for the train station data. Extrinsic calibration is performed
by placing markers at known positions on the floor and annotating these
markers in each camera. These markers define the world coordinate system as well as the ground plane of the scene. Camera positions and
rotations relative to this world coordinate system are computed by correlating the markers’ world positions and the annotated locations.

3.3.1

Color Calibration

The different views of each dataset have not been preprocessed by performing cross-camera color calibration. Various methods for cross-camera
color calibration do exist in the form of color correction methods and
brightness-transfer functions [Prosser et al., 2008, Xu and Mulligan, 2010,
Owens et al., 2011]. However, in practice, adjusting the camera gain,
shutter speed and white balance on the hardware-level during recording
has turned out to result in sufficient color similarity between cameras.
The images from the train station, hall and APIDIS datasets are relatively dark and especially the hall dataset has low contrast in the darker
regions. Therefore, the images from these datasets have been preprocessed to brighten them and enhance image contrast. This is done by
4

http://opencv.org
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Figure 3.10: Sample images of the train station data (top row),
hall data (center row) and APIDIS data (bottom row) without
contrast enhancement (left column) and with contrast enhancement (right column).
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taking the logarithm of the pixel values for all channels and re-normalizing
the values between log(20) and log(255) to the range [0, 255]. Setting the
lower bound to log(20) balances the distribution of brightness levels between dark and bright regions in the normalized image. Without this
lower bound, the normalized images would appear over-exposed. This
operation significantly enhances visibility in the darker regions of the
scene while keeping most details in the bright areas. However, when applied to the terrace data, the lower contrast in the bright areas increases
the segmentation problem mentioned earlier. Therefore, logarithmic contrast enhancement was not applied to that dataset. For comparison,
Figure 3.10 shows images from the first camera of the train station data,
the fourth camera of the hall data and the second camera of the APIDIS
data without and with contrast enhancement (left and right image column
respectively).

3.3.2

Volume Space

This section describes the volume space configuration used for each dataset.
Note that while these are the configurations used for this thesis’ experiments, the way the volume space is configured is not an inherent property
of the datasets and could be changed according to the user’s needs.
For all datasets, the volume space used for the 3D scene reconstruction
is positioned such that it covers most of the action happening in the scenes
and is covered well by all cameras. The ground plane region covered by
the volume space is defined by each dataset’s a.o.i., indicated by the red
lines in Figures 3.2, 3.4, 3.6 and 3.8. All volume spaces are defined to be 2
meters high. For the train station data, two points are annotated on the
ground plane in the third camera (the corners A and B of the red region
in the third image of Figure 3.2), making up one side of the volume space
as well as the x-axis of this space. The rest of the space is defined on
the ground plane, originating from these two points. The volume space is
divided up into 100 × 160 × 24 voxels, making each voxel about 8 × 8 × 8
cm.
For the hall data, the volume space is positioned at a manually determined offset from the ground plane origin such that the scene coverage
is maximized. The space’s x-axis and y-axis are taken to be parallel to
the ground plane’s x-axis and y-axis and the space is divided up into
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(a) Train station

(b) Hall

(c) APIDIS

(d) terrace

(e) # cameras

Figure 3.11: Number of cameras covering the volume space for
(a) the train station data, (b) the hall data, (c) the APIDIS data
and (d) the terrace data. Colors indicate number of cameras as
shown in (e). The regions correspond to the a.o.i marked by the
red lines in Figures 3.2, 3.4, 3.6 and 3.8. The corners labeled ‘A’
correspond to the top-left corner of each a.o.i. The rest of the
corners is labeled clockwise.
136 × 136 × 24 voxels, resulting in voxels of about 9 × 9 × 8 cm.
The volume space for the APIDIS data is positioned such that it covers
the left half of the playing field, including a small area behind the basket.
To better match the setup in Possegger et al. [2013], voxel sizes for the
APIDIS data were set to 5 × 5 × 8 cm. This results in a volume space
resolution of 270 × 270 × 24 voxels. Because of memory limitations in the
implementation of the proposed method, the resolution used is about 5
times less accurate than the one used in Possegger et al. [2013].
For the terrace data, the volume space is positioned as in Berclaz et al.
[2011]. The volume space consists of 100 × 144 × 24 voxels, making each
voxel 7 × 7 × 8 cm.
Figure 3.11 visualizes the number of cameras covering different areas
of the volume space for the train station data (Figure 3.11(a)), the hall
data (Figure 3.11(b)), the APIDIS data (Figure 3.11(c)) and the terrace
data (Figure 3.11(d)). Colors in these images indicate the number of cam-
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eras in which a specific region is visible, ranging from 0 cameras (black)
to 5 cameras (yellow) (see the legend in Figure 3.11(e)). The orientation
of these images is such that the corners marked A in Figures 3.2, 3.4, 3.6
and 3.8 are in the top-left corner and the rest of the corners is labeled
clockwise.

Chapter

4

Multi-Person Localization
and Tracking
This chapter presents the proposed method for joint person localization
and tracking based on a volumetric reconstruction of a scene observed by
multiple cameras with overlapping views. The task of identifying detected
objects as persons and tracking them is formulated as an assignment
problem in a bipartite graph. This formulation is used to optimize an objective function that considers the positions, foreground segmentations,
appearances and ages of tracks and detections. Occlusions and the uncertainty about which detections are persons and which ones are ghosts make
determining which features belong to which object ambiguous and dependent on all assignments made. This makes the computation of the most
likely assignment hypothesis intractable. Therefore, this thesis proposes
a preselection step selecting the top-K most likely assignment hypotheses using an approximation of the objective function. Figure 4.1 provides
an overview of the proposed method for one time step. The volume reconstruction is segmented into individual objects using an EM clustering
approach discussed in Section 4.1. The approximation of the objective
function used in the preselection step is based on a subset of the features,
of which the measurement is independent of the assignment hypothesis.
All objects are projected to the camera planes to compute occlusions and
appearances, while foreground likelihood is computed using Kalman filtered person position predictions (Section 4.3). Since the K preselection
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Figure 4.1: Overview of the proposed method for one time step:
input, preselection using approximated likelihood, verification using full likelihood, output. The situation shown is the same as
used in Figure 1.2. Computation of the foreground likelihood and
appearance likelihood are discussed in sections 4.2.2 and 4.2.3.
hypotheses are ranked using the approximated objective function, a verification step using the full objective function determines the most likely
hypothesis. Sections 4.2.2 and 4.2.3 describe foreground likelihood and
appearance likelihood computation for this step. This chapter is based
on work presented in Liem and Gavrila [2011, 2013a, 2014b].

4.1

Constructing the Graph

Person localization and tracking is done using a volumetric reconstruction
of the scene, computed from the segmented foregrounds of the overlapping
camera views c ∈ C. For one of the datasets this overlap area is shown
as a blue line in Figure 1.2(d) and 4.4(a) when using a minimum of 3
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(b) New track
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(c) Terminated track

Figure 4.2: Bipartite graph for O = 1 showing three assignment
hypotheses for vertex sets Θ and P. Edges ei,j are color-coded for
continued tracks in E C (blue), new tracks in E N (green), terminated tracks in E D (red) and not creating new tracks E G (yellow).
(a) All tracks connected to measurements. (b) New track created
for measurement ρM , track θN not assigned and terminated. (c)
Track θN terminated, no new track created, unassigned measurement ρ1 considered to be an artifact.

Figure 4.3: EM clustering of top-down projected volume space.
Showing top-down projection of the volume space from Figure 1.2.
Red: area with enough vertical mass to be a person. White: reconstructed regions with insufficient vertical mass. (left) unclustered
top-down projection. (right) EM clustered top-down projection
(blue circles: mixture components). 14 hypothetical persons locations have been found for the 4 actual persons.
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cameras. The 3D reconstruction is projected vertically onto the ground
plane and regions with too little vertical mass to contain a person are
removed. The area of each remaining region is compared to the average
area expected to be covered by a single person on the ground plane to
determine how many measurements (i.e. hypothetical persons) make up
each region. Each region is segmented into a number of sub-regions equal
to the estimated number of measurements by applying EM clustering
with a mixture of Gaussians. Random initialized K-means clustering is
used to bootstrap the EM algorithm. To ensure that each mixture component is a reasonable representation of the average human shape as seen
from top-down, the maximization step of the EM algorithm is adapted as
follows to constrain the shapes of each mixture’s components. First, after computing the new component weights and covariances, the weighted
average covariance is computed and used to replace all individual component covariances. Second, the aspect ratio of the covariance’s minor
and major axis is fixed at 2:3 using the covariance’s eigenvalue decomposition. An example of volume carving and object segmentation (i.e. the
position measurements) can be found in Figure 1.2. Figure 4.3 shows the
EM clustering result for the same time step.
To treat person localization and track assignment jointly, the problem is formulated as an edge selection task on a bipartite graph and
the maximum likelihood assignment is computed. This graph consists
of disjoint vertex sets Θ (tracks) and P (measurements), connected by
an assignment hypothesis E consisting of a set of edges. Given M measurements, N currently existing tracks and O possible track creations,
vertex set Θ = {θ1 , . . . , θN , π1 , . . . , πO } contains vertices θi representing
existing person tracks, and πi for generating new person tracks. Vertex
set P = {ρ1 , . . . , ρM , ω1 , . . . , ωN , π̄1 , . . . , π̄O } contains vertices ρj representing measurements, ωj corresponding to terminated tracks, and π̄j
representing cases where no new person track is created. Edges ei,j ∈ E
are constrained such that: (1) for every vertex in Θ, there is one edge
ei,j ∈ E connecting it to a vertex in P (2) vertices within Θ and P have
maximum degree one (i.e. are connected by maximally one edge) and
(3) E does not contain edges connecting a vertex πi to ωj or θi to π̄j .
From the above, it follows that the number of elements in each set is:
|P| = M + N + O and |Θ| = |E| = N + O.
An assignment hypothesis E can be divided into subsets E C , E N , E D ,
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and E G , each defined as follows:
• hθi , ρj i ∈ E C : ρj is a person continuing track θi ,
• hπi , ρj i ∈ E N : ρj is a person creating a new track,
• hθi , ωj i ∈ E D : track θi can be terminated (deleted),
• hπi , π̄j i ∈ E G : no new track is created for πi .
Any measurement ρj not connected by any edge in the assignment hypothesis is considered to be a false detection. A track θi assigned to a
termination node ωj is not instantly removed, until it has had a termination node assigned for five consecutive frames. While it is not removed,
the Kalman filter is used without any updates, to predict the expected
position. This makes the positional uncertainty grow each frame, effectively increasing the search radius for matching detections. Vertices π̄j
are necessary to ensure that each assignment hypothesis consists of the
same number of edges, regardless of whether or not a new track is created,
and to balance the likelihood scores defined in the next section.
This thesis’ experiments use O = 1, thus allowing the addition of
maximally one person track per frame. At a frame rate of 20 Hz, this
means that 20 persons can be added every second. This constraint forces
the algorithm to only create new tracks when it is highly likely that they
represent an actual person. When allowing the creation of more tracks
per frame, the selection of a suboptimal solution adding multiple tracks
to describe a single person becomes more likely. Figure 4.2 provides an
overview of the graph structure.

4.2

Likelihood Formulation

A set of features F is measured using the assignments defined by E. This
set consists of the position of tracks and measurements on the ground
plane F P os , the foreground image regions F F G , the appearance of tracks
and measurements F App and the age of tracks F Age (the number of frames
a track exists). The joint likelihood p(F|E) is factorized in terms of the
individual cue likelihoods:
p(F|E) = p(F P os |E) p(F F G |E) p(F App |E) p(F Age |E).

(4.1)
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(a)

(b)

Figure 4.4: (a) Topdown view of the volume space shown in Figure 1.2(d), containing persons and noise. The blue line is the edge
of the area visible by all cameras. (b) Likelihood map for determining addition/removal likelihood. Blue: high likelihood, red:
low likelihood.

4.2.1

Position Likelihood

The position likelihood p(F P os |E) is the probability of observing tracks
and measurements matched in hypothesis E at their specific locations on
the ground plane. It can be factorized according to (4.2), splitting the
computation over the different subsets of E.
p(F P os |E) =

Y
hθi ,ρj i∈E C

p(ρj |θi )·

Y
hπi ,ρj i∈E N

p(ρj )·

Y

|E G |

p(θi )·pnP os (4.2)

hθi ,ωj i∈E D

For edges in E C , the likelihood of assigning a tracker θi to a measurement ρj is based on the Kalman filtered estimate of the position of θi
at the current time step. The likelihood p(ρj |θi ) is computed by evaluating the location of ρj under the posterior distribution of the Kalman
filter prediction of the position of θi . For edges in E N , E D and E G , the
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position based likelihood is computed using a distance map representing
the distance on the ground plane between a given location in the volume
space and the nearest edge of the area visible in all camera views. An
example of this edge for the first of the datasets is shown as a blue line in
Figure 4.4(a). The likelihood of creating or terminating a track decreases
linearly with the distance from the edge of this area. Figure 4.4(b) shows
an example of this likelihood map.
Using this distance map, both the likelihood p(ρj ) of the creation
of a new tracker at the location of ρj and the likelihood p(θi ) of the
termination of a track at the location of θi are determined. Finally, pnP os ,
used to balance the likelihood computation when not all O potential new
tracks are created, is set to the highest likelihood value in the distance
map. Note that the position based likelihood can be evaluated for each
ei,j ∈ E independently. Changing the assignment of some other edge
ek,l ∈ E, k 6= i, l 6= j, does not change the position based likelihood for
ei,j . This distinguishes this likelihood from the foreground likelihood and
the appearance likelihood discussed next. Because these either evaluate
a full multi-person hypothesis or depend on occlusions between persons,
independence between individual edges can not be assumed.

4.2.2

Foreground Likelihood

The likelihood p(FcF G |E) of observing a certain foreground FcF G for a
camera c given an assignment hypothesis E can be defined as the difference between the segmented foreground and a synthetic binary foreground image Σc (E). Assuming the total binary foreground region F F G
of all camera views is generated by the persons in the scene augmented
with some independent noise, an assignment hypothesis E corresponding to the actual scene situation should generate a good explanation of
F F G . Inspired by Fleuret et al. [2008], Σc (E) is constructed by positioning
1.8 × 0.5 m rectangles at the locations of all ρj for which ei,j ∈ E C ∪ E N ,
and projecting these onto camera c. The difference between FcF G and
Σc (E) is defined as |FcF G ⊕ Σc (E)|, where ⊕ is the pixel-wise XOR operator and |.| is the number of foreground pixels in the XOR image. A
parameter σ is used to weigh this term, controlling how well FcF G and
Σc (E) should match and determining the importance of the foreground
likelihood compared to the other likelihood terms.
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Figure 4.5: Top row: captured image, foreground segmentation
FcF G . Bottom row: synthetic image Σc (E) created by putting
rectangles at measurement locations, XOR image.
If the dependencies between the foreground segmentations for different
cameras are assumed to be caused by the persons in the scene, FcF G
can be considered conditionally independent of the other cameras given
an assignment hypothesis E. Therefore, p(F F G |E) can be computed as
follows:
p(F F G |E) =

C
Y

p(FcF G |E)

c=1

with
p(FcF G |E) =

c (E)|+ν
1 − σ1 |FcF G ⊕Σ
|I|
e
Zf

(4.3)

where |I| represents the total number of pixels in a single image. The
term ν is added for hypotheses in which not all O potential new tracks πi
are created (i.e. E G 6= ∅). This parameter puts a minimum on the number
of extra pixels in F F G that need to be explained by a hypothesis adding
an extra track. The method is not particularly sensitive to the specific
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value of ν and σ, which are generally set to be small (for more details,
see Section 4.4.4). The normalization factor Zf can be computed using
the range of possible values for |FcF G ⊕ Σc (E)|, which is [0, |I|]. However,
because Zf is constant and the full likelihood will be maximized, this
normalization can be omitted. An example of a synthetic image Σc (E)
and the result of computing FcF G ⊕ Σc (E) for one camera can be found
in Figure 4.5.
Since F F G can not be segmented per individual person, it is not possible to factorize p(F F G |E) into independent terms for all ei,j ∈ E. On the
other hand, evaluating p(F F G |E) for all different E when M and N are
large quickly becomes intractable. A solution is to start evaluation using an approximation p̂(F F G |ei,j ), assuming all ei,j ∈ E are independent.
This step is discussed in more detail in Section 4.3.

4.2.3

Appearance Likelihood

The likelihood p(F App |E) of observing a set of appearance differences
F App between tracks and measurements given an assignment hypothesis
E is defined as a distribution over the Hellinger distances [Bishop, 2006]
between the learned appearance models of θi ∈ Θ and the measured
appearances of ρj ∈ P, connected by ei,j ∈ E C . The Hellinger distance
DH can be computed from the Bhattacharyya coefficient BC between two
discrete√probability distributions (in this case appearance models), using
DH = 1 − BC. Contrary to the Bhattacharyya distance DB , defined
as DB = −ln(BC), the Hellinger distance obeys the triangle inequality
and can therefore be considered a valid metric. Note that the Hellinger
distance must be computed between appearances, and therefore can only
be computed for ei,j ∈ E C .
Appearances are modeled using three RGB color histograms per camera using 5×5×5 bins (for R, G and B). They are computed by vertically
dividing a person’s volume into three height slices, as in Zajdel et al.
[2005]. This allows for more accurate appearance updates of partially
occluded persons. Furthermore, some spatial information which would
be lost when using one histogram per camera is retained. Making use of
the volume reconstruction of the scene, occlusions between different ρj
(for which ei,j ∈ E C ∪ E N ) are taken into account when sampling appearance information from the images. Occlusions are detected by labeling
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the voxels of each segmented object in the 3D scene reconstruction and
projecting them onto all camera planes. Projection is done taking into
account the ordering of the objects with respect to the camera. By selecting only the pixels of a single projected object in each camera, a mask
of the unoccluded part of the person is acquired.
In this thesis, it is assumed that a person’s appearance can differ
between viewpoints, for example due to an open jacket, a shawl or differently colored sleeves. Furthermore, viewpoints with a wide baseline are
used. Therefore, the appearances recorded per camera can be assumed
independent and the overall appearance likelihood can be factorized over
all individual cameras:
i
Y h
|E\E C |
App
p(F App |E) =
p(Fi,j
|E) · pnApp
ei,j ∈E C

with
App
p(Fi,j
|E)

=

C
Y

App
p(Fi,j,c
|E).

(4.4)

c=1
App
In (4.4), Fi,j,c
is the Hellinger distance between the appearances of θi
and ρj , averaged over the three histograms per camera. The distribution
App
used for p(Fi,j,c
|E) is discussed in Section 4.4.4. The factor pnApp is used
to compensate for the missing likelihood values for ρj not connected to
any θi (i.e. ei,j ∈
/ E C ). This factor is also used to replace the measured
Hellinger distance for person parts that are occluded for more than 25%,
since they give unstable appearance measurements.
Like the computation of the foreground likelihood described in Section 4.2.2, factorizing p(F App |E) into independent ei,j ∈ E is not possible.
Due to occlusions between different ρj , only full hypotheses can be evaluated for which it is clear which ρj should be taken into account and
which should not. This makes computation of p(F App |E) for all possible
E quickly intractable. The proposed solution to this issue is described in
Section 4.3.

4.2.4

Age Likelihood

The age likelihood p(F Age |E) defines the probability of assigning tracks
with a certain age to measurements as specified by assignment hypothesis
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E. It ensures more stable tracking results over time, making the continuation of an existing track (assigning it to a nearby measurement) more
likely than assigning a newer track to the same measurement when other
likelihoods are similar. This is especially useful when measurements have
been temporarily unavailable or when a nearby artifact that was erroneously tracked disappears. In the first case, the age likelihood prevents
the creation of a new track when the measurement reappears and the
original track is still available close by. In the second case, it prevents
the erroneous tracker from ‘pushing away’ the real tracker when the appearance and position of the artifact were similar to the real track. The
likelihood can be computed for individual edges ei,j ∈ E and is factorized
for the different subsets of E as follows:
Y

 |E N ∪E G |
p(F Age |E) =
p(F Age |ei,j ) · pnAge
ei,j ∈E C ∪E D

with
p(F

Age

|ei,j ) =

1 −1/A(θi )
e
.
Za

(4.5)

Here, A(θi ) is the age of track θi in frames and pnAge replaces the
age likelihood when A(θi ) is 0 (ei,j ∈ E N ) or no track is involved in the
assignment (ei,j ∈ E G ). Since pnAge is defined proportional to p(F Age |ei,j )
(Section 4.4.4), the normalization factor Za is constant and can be omitted (as in (4.3)).

4.3

Likelihood Optimization

A brute-force approach to finding the most likely set of edges E for (4.1)
would quickly become intractable due to the combinatorial nature of the
assignment problem, especially for large M and N . Instead, the idea is
to split the process into a preselection step and a verification step. In the
preselection step, the top-K most likely hypotheses are selected based
on an approximation of the full likelihood function from (4.1), using a
subset of features measured independent of occlusions. In the verification
step, this top-K is evaluated using the full likelihood function from (4.1)
to determine the most likely hypothesis. This thesis’ experiments use a
value of K = 40.
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Since (4.3) and (4.4) contain terms dependent on the complete assignment E (e.g. due to occlusion), an approximation p̂(F|E) of the likelihood
p(F|E) is used in the preselection step. It uses the approximated likeliApp
hoods p̂(F F G |E) and p̂(Fi,j,c
|E), where each edge’s likelihood is assumed
to be independent of the other edges:

p(F F G |E) ≈ p̂(F F G |E) =

Y

p̂(F F G |ei,j , Θ)

(4.6)

App
p̂(Fi,j,c
|ei,j , P).

(4.7)

ei,j ∈E
App
App
p(Fi,j,c
|E) ≈ p̂(Fi,j,c
|E) =

Y
ei,j ∈E

Murty’s K-best assignment algorithm [Murty, 1968] is used to find
the top-K most likely hypotheses according to p̂(F|E). It solves the
assignment problem in low polynomial time by iteratively minimizing
the sum over the edge costs in a bipartite graph.
To determine the likelihood p̂(F F G |E), instead of constructing Σc (E)
by drawing rectangles in each camera for all assignments made in E,
Σc (ei,j , Θ) is created for each ei,j by putting rectangles at the Kalman
filter predicted tracker locations of all θk ∈ Θ, k 6= i. For ei,j ∈ E C ∪ E N ,
an extra rectangle is added at the location of ρj while for ei,j ∈ E D ∪E G no
rectangle is added. The foreground likelihood p̂(F F G |ei,j , Θ) from (4.6)
is now computed as
p̂(F

FG

|ei,j , Θ) =

C
Y

− σ1

e

|FcF G ⊕Σc (ei,j ,Θ)|+ν
|I|

.

(4.8)

c=1

To make the extracted appearance of a measurement ρj independent
of E, only parts of ρj sure to be unoccluded in camera c by any ρk ∈ P,
ρk 6= ρj , are used for computing the appearance for camera c. Therefore,
all ρj ∈ P are assumed to be objects when computing occlusions during
App
preselection. The likelihood p̂(Fi,j,c
|ei,j , P) of the appearance difference
between track θi and measurement ρj for an assignment ei,j can then be
computed as described in Section 4.2.3.
With these likelihood approximations, the full likelihood p(F|E) from
(4.1) can be approximated as the preselection likelihood p̂(F|E) according
to (4.9).
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App
p(ρj |θi ) p̂(F F G |ei,j , Θ) p̂(Fi,j
|ei,j , P) p(F Age |ei,j )

Y
ei,j ∈E C

·

Y

p(ρj ) p̂(F F G |ei,j , Θ) pnApp pnAge

ei,j ∈E N

·

Y

p(θi ) p̂(F F G |ei,j , Θ) pnApp p(F Age |ei,j )

ei,j ∈E D

·

Y

pnP os p̂(F F G |ei,j , Θ) pnApp pnAge

(4.9)

ei,j ∈E G

All factors in (4.9) define the likelihood for one specific edge ei,j ∈ E,
independent of all other edges. After taking the log of this expression,
it is used to compute the K most likely assignment hypotheses using
Murty’s algorithm. After evaluating these top-K hypotheses using the
full likelihood p(F|E), the overall most likely hypothesis is selected.

4.4

Experiments

In this section, the proposed method is compared to three state-of-theart approaches: two batch mode approaches from Berclaz et al. [2011]
and Ben Shitrit et al. [2011] and one recursive method from Possegger
et al. [2013]. For this last comparison, results presented by Possegger
et al. [2013] are compared to results of the proposed method on the same
dataset. Furthermore, a comparison is made with the version of the
proposed method presented by Liem and Gavrila [2011] which will be
referred to as Recursive Combinatorial Track Assignment (RCTA). The
main differences between the method presented here and RCTA have been
described by Liem and Gavrila [2013a]. The most important changes are:
the use of a more general way to compute the foreground likelihood, using
Kalman filtered tracker position estimates for the foreground likelihood
during preselection and using the Kalman filter’s posterior distribution
for the distance likelihood of ei,j ∈ E C . Experiments are performed on
four different challenging real-world datasets.
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K-Shortest Paths

The two batch mode approaches in the comparison are versions of the KShortest Paths (KSP) tracker presented by Berclaz et al. [2011]. KSP does
tracking by minimizing the flow through a graph constructed by stacking
POM grids [Fleuret et al., 2008] from a batch of sequential frames. Each
POM location is a graph node, connected to its 9 neighbors in the next
frame. Tracks are modeled as flows through this graph with costs defined
by the POM probabilities at locations connected by the tracks. Finding
the optimal set of disjoint tracks with minimum cost is formulated as
a linear programming problem. Like in Berclaz et al. [2011], the KSP
experiments presented in this thesis use consecutive batches of 100 frames.
Track consistency between batches is created by adding the last frame of
the previous batch in front of the current batch. Flows are forced to start
at the track locations from the last frame of the previous batch.
Ben Shitrit et al. [2011] extend KSP into KSP-App, incorporating
appearance information into KSP’s linear programing formulation. For
this purpose, the KSP graph is stacked multiple times, creating as many
‘groups’. Each of these groups is assigned a predefined appearance template and the number of objects that can have a path in each group is
limited. Each appearance consists of one color histogram per camera. Using a KSP iteration, the graph is pruned and appearances are extracted
at locations along the tracks and at locations where tracks are separated
by at most 3 nodes. The extracted appearance information is compared
to the templates using KL divergence and the graph’s edges are reweighed
using these values. KSP is run a second time using the new graph to determine the final paths. More detailed descriptions of KSP and KSP-App
are found in Berclaz et al. [2011] and Ben Shitrit et al. [2011].

4.4.2

Background Estimation

The datasets used in the experiments contain significant amounts of lighting changes and background clutter. An adaptive background estimation
method, compensating for changes in the scene over time by learning
and adapting the background model on-line, would be preferred in this
case. The method presented in [Zivkovic and van der Heijden, 2006] uses
a Mixture of Gaussians per pixel to model the color distribution of the
background and is to some extent robust with respect to illumination.
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However, in the scenarios presented in this thesis persons tend to stand
still for some time (up to a minute). Preliminary experiments have shown
that the adaptive nature of the method causes them to dissipate into the
background, creating false negatives. The proposed method solves this
as suggested in Harville [2002], adding tracker feedback into the learning process by updating the background model only at locations without
tracks.
For the KSP methods, this type of feedback is not straightforward
since tracking results are only available after processing the full batch,
preventing frame-to-frame reinforcement of the learned background model.
Therefore, the foreground segmentation method from Oliver et al. [2000],
implemented by Sobral [2013], is used as a second, static background
estimation method. It models the empty scene using eigenbackgrounds
constructed from images of the empty scene under different lighting conditions. Nevertheless, foreground segmentations created by this method
show more noise than foregrounds generated by the proposed adaptive
method. For comparison, the static background model is used for both
KSP and the proposed method. Furthermore, the foreground segmentations from the proposed adaptive background model is used as input to
the KSP methods, effectively cascading KSP and the proposed method.

4.4.3

Evaluation Measures

Tracking performance is evaluated using the same metrics as in Ben Shitrit
et al. [2011]. A missed detection (miss) is generated when no track is
found within 0.5 m of a GT location, while a false positive (fp) is a track
without a GT location within 0.5 m. The mismatch error (mme) counts
the number of identity switches within a track and is increased when a
track switches between persons. The global mismatch error (gmme) is
increased for every frame a track follows a different person than the one
it was created on. GT persons outside the area covered by all cameras
and GT persons associated with a tracks outside this area (but within 0.5
m of the GT person) are regarded as optional (i.e., associated tracks are
neither credited nor penalized). All other GT persons are considered required and are aggregated in gt. This results in small differences between
gt for different experiments.
The widely used Multi Object Tracking Precision (MOTP) and Multi
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Object Tracking Accuracy (MOTA), defined by Bernardin and Stiefelhagen [2008], summarize performance. MOTP describes the average
distance between tracks and GT locations for correctly tracked objects.
Since MOTP describes the distance in cm, lower values mean better precision. MOTA describes the fraction of errors w.r.t. the number of GT
locations and is defined as follows:
MOTA = 1 −

fp + miss + mme
.
gt

(4.10)

Higher accuracy scores are better, with 1 as the maximum MOTA score
and no minimum (more errors then GT gives a negative score).

4.4.4

Implementation Details

For the train station data, POM settings are taken from Fleuret et al.
[2008], using 20 cm grid cells and person ROI of 175 × 50 cm. For the
hall data, 40 cm grid cells are used. Smaller cells cause POM to detect too few persons in the dense second half of the scenario. POM’s
person prior was set to 0.002 in all experiments. Appearance templates
for KSP-App are sampled at manually selected POM locations for the
train station dataset. For the hall dataset, running KSP-App turned out
to be problematic. The high number of persons and the crowd density,
combined with the 40 cm grid cells enlarging the spatial neighborhood of
each cell, limit graph pruning, increasing the problem complexity. Even
when using a reduced set of 5 instead of 23 templates, the complexity of
the linear programming problem to be solved by KSP-App becomes too
high, resulting in a processing time of more than a month for the scenario.
Processing times like these are not applicable in real-time usage scenarios such as a surveillance context. Because of the long processing time
needed, it was not possible to get KSP-App results on the hall dataset.
RCTA and the proposed method both use the same parameter settings
where applicable. RCTA parameters not used in the proposed method
are set according to Liem and Gavrila [2011]. For the train station data
and the hall data, only objects segmented in all cameras (resp. 3 and
4 cameras) are reconstructed to limit artifacts. Because of the limited
number of viewpoints in the APIDIS data, the number of cameras necessary to ‘carve out’ a voxel is made dependent on the number of views
overlooking a specific part of the a.o.i. A voxel is ‘carved out’ when all
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cameras covering that part of the a.o.i. show foreground. This enables
robust detections in the largest possible part of the a.o.i., despite the limited number of viewpoints. To prevent very noisy detections, the region
still has to be covered by at least 3 cameras.
The factor ν from equations (4.3) and (4.8) depends on the expected
size of a person entering the scene per camera. The ’train station data’
with cameras relatively close to the scene, uses 1% of the number of pixels
in the image. The ’hall data’, with cameras further away from the scene,
uses 0.8% and the APIDIS data uses 0.3%. The weighting factor σ is set
to 0.003.
A good value for the default appearance likelihood pnApp was experimentally found to be at a Hellinger distance of 0.5 (the Hellinger distance
App
has range [0, 1]). The distribution for p(Fi,j,c
|E) is learned from examples
of appearance differences for correct track-to-measurement assignments.
A log-normal distribution with mean -2.21 and standard deviation 0.55
is used. The default age likelihood pnAge is set to e−20 .
Most ‘train station’ scenarios start with persons in the scene. Because
of the distance map used to determine likelihood of creating new tracks
as described in Section 4.2.1, track creation likelihood in the middle of
the scene is low for RCTA and the proposed method. To bootstrap the
proposed method, the tracker creation likelihood is set to pnP os for the
first 10 frames. This is similar to KSP and KSP-App, where the nodes of
all ground plane locations in the first frame are connected to the source
node. Furthermore, because appearance measurements are inaccurate
when not all persons have been detected, the appearance factors in the
objective function are not evaluated and appearance models are not updated during the first 10 frames. Since RCTA makes a strong assumption
that scenes start without any persons present, GT initialization was used
for the first frame in experiments with RCTA on the train station data,
as was done in Liem and Gavrila [2013a]. The experimental results show
that even with GT initialization, RCTA is outperformed by the other
methods.
To reason about measurements occluded by static objects, manually
created foreground masks were used to reconstruct a volume space containing static objects (see Guan et al. [2010] for an automatic method).
The foreground segmented images at each time step are augmented with
the static object foregrounds before volume reconstruction. After recon-
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struction, the static object volume is subtracted. For the hall dataset, pillars in the scene are marked as static occluders. For the APIDIS dataset,
the baskets hanging above the field and the rotating billboards on the
side of the field are marked.
In order to show the benefit of the proposed two-step approach, an
experiment was performed evaluating the proposed approach using only
the preselection step and skipping the verifcation step. In this setup K
is set to 1, adjusting the preselection step to only return the most likely
hypothesis based on the approximation of the likelihood function. Person
positions and appearances are updated based on this hypothesis and used
in the next time step. The results based on this version of the proposed
method are reported as ‘Prop. w/o verify’.

4.4.5

Tracking Results

Train station dataset
Table 4.1 shows the results for the train station and hall datasets. For
the train station data, scores are accumulated over all scenarios. Table 4.1(a)’s top 7 rows show results of the stand-alone trackers combined
with each background estimation method. Compared to Liem and Gavrila
[2013a], a more representative set of training backgrounds is used for the
static background model, reducing segmentation noise for this dataset.
This results in improved performance for the experiments using the static
background model.
The proposed method shows overall improvement over RCTA. Combining it with the adaptive background model gives the highest MOTA.
Furthermore, of the three error types making up the MOTA (miss rate,
fp and mme), only the proposed method using static backgrounds is able
to produce lower fp and mme. However, this is a direct result of the much
higher miss rate (creating no tracks produces no fp and mme). Static
background experiments suffer from foreground segmentation errors. For
the train station data, the static background model is configured to minimize false positives from strong illumination changes and shadows, classifying as few persons as possible as background. This trade-off results
in higher miss rates for methods using static backgrounds. Because both
the proposed method and RCTA assume a person to be well segmented
in all cameras for reliable volume carving, segmentation errors have most

background
adaptive
static
adaptive
static
static
adaptive
static
Prop. method, adaptive
Prop. method, adaptive

MOTA
0.95
0.64
0.76
0.92
0.91
0.74
0.76
0.92
0.92

MOTP
14
13
17
16
16
15
13
16
16

miss
704
11402
1655
1291
1344
3407
3879
1178
1236

fp
960
453
5991
1353
1405
5075
3788
1303
1360

mme
27
6
109
33
47
59
62
39
48

gmme
7166
6920
10226
4139
9508
10130
9668
6909
9451

gt
32800
32785
32795
32735
32732
32756
32750
32683
32685

fp
947
1303
164
1248
2286
917
361
250
199
1195

mme
212
237
47
188
126
252
62
27
58
362

gmme
1799
1900
1045
2205
1364
1966
1536
1085
1248
2265

gt
4419
4419
4419
4419
4414
4411
4419
4419
4419
4415

(b) Results on the hall data
method
Proposed method
Proposed method
Proposed method
Prop. w/o verify
KSP
KSP
RCTA
RCTA
RCTA
KSP

background
adaptive
static, low thr.
static, high thr.
adaptive
static, low thr.
static, high thr.
adaptive
static, low thr.
static, high thr.
Prop. method, adaptive

MOTA
0.49
0.37
0.24
0.42
-0.16
0.28
0.30
0.24
0.24
0.21

MOTP
18
19
20
19
29
28
17
16
17
28

miss
1085
1262
3145
1148
2702
1996
2654
3085
3084
1925
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Table 4.1: Performance of all methods and background models,
on the train station and hall datasets. MOTA: accuracy, higher is
better. MOTP: precision (cm), lower is better. miss: misses. fp:
false positives. mme: mismatch error. gmme: global mme. gt:
ground truth persons.
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(a) Results on the train station data
method
Proposed method
Proposed method
Prop. w/o verify
KSP-App
KSP
RCTA
RCTA
KSP-App
KSP
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effect here. The POM detector has no such assumption, making it more
robust to these artifacts.
MOTP is worse for the KSP methods since volume carving, allowing
higher spatial resolutions than POM, offers more positional flexibility.
KSP-App’s main improvement over plain KSP is in the mme and gmme.
This is to be expected, since KSP-App performs extra processing of the
KSP tracks to correct id switches.
The proposed method with the verification step disabled shows significantly lower performance on this data. This shows that, while in the
two-step approach the correct hypothesis is in the top 40 hypotheses returned by the preselection step, it is not the top ranking hypothesis in
this step. Computing the more informed full likelihood in the verification step is necessary to re-rank the hypotheses and get the best result.
Because information of occluded objects is not taken into account during
preselection, the method without verification is more susceptible to tracking ghosting artifacts, resulting in a higher fp rating. This also causes
more identity switches.
The last two rows of Table 4.1(a) show the result of using the adaptive backgrounds generated by the proposed method as input to the KSP
methods. Since person segmentations are more emphasized in the adaptive backgrounds and show less holes, the miss and fp rates improve w.r.t.
the KSP methods using static backgrounds. However, since KSP is less
sensitive to segmentation errors and static background performance is
already reasonable, changing the background model has limited effect.
When overall tracking performance is good, a slightly higher mme
can reduces the number of gmme, since part of the extra id changes can
switch the tracker back to its original target. A person whose tracker
switches once at the start of the scene will have his gmme increasing for
the rest of the scene, while another switch re-assigning the original tracker
to this person increases its mme but can significantly reduce its gmme.
The gmme for the proposed method is only outperformed by the two
KSP-App versions and the proposed method using static backgrounds.
For this last method, the low gmme can be explained by its bad overall
performance. For the KSP-App methods, the higher mme contributes
towards lower gmme.
Figure 4.6 shows some examples of tracking results from one of the
dataset’s viewpoints.
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Figure 4.6: Examples of tracking results on the train station data,
scenario 16-1, frames 867 (left) and 883 (right). Top to bottom:
Proposed method, KSP-App, KSP, proposed method/KSP-App
cascade. Marker colors between methods do not necessarily correspond.
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Hall dataset
Table 4.1(b) shows the results on the hall dataset. The large number of
persons and their close proximity in the second half of the scenario results
in lower performance compared to the train station data. RCTA’s failure
creating tracks is seen in the high miss rate but lower number of fp. This
can to a large extent be blamed on the way the foreground likelihood
is computed by RCTA. The synthetic foreground image used in RCTA’s
preselection stage contains only one measurement, making it a bad representation of the actual foreground and resulting in low likelihoods. The
proposed method using its adaptive background model again outperforms
the other methods. Compared to the train station dataset, the performance difference between the proposed method and KSP is more significant, using either the static backgrounds or the adaptive backgrounds
from the proposed method. This shows a more fundamental issue of KSP
and the POM detector with crowded scenarios. When persons’ foreground
segmentations are not separated in any view, POM will detect too few
persons, assuming the rest of the foreground regions are noise. Enlarging the POM grid to 40 cm cells partially compensates this, but causes
missed detections when persons are very close together and lowers localization precision. The proposed method’s volume carving and clustering
approach has less problems splitting dense groups, but also creates incorrect detections when the volume space is incorrectly clustered. KSP’s
lack of appearance model makes it is more prone to track switches as well.
Because of the challenging conditions of the hall dataset described
earlier, using the same configuration for the static background model as
for the train station data results in many missing foreground segments.
Therefore, additional experiments are done using a lower segmentation
threshold, detecting more persons but increasing the foreground noise
from illumination and shadows. Results using the ‘high’ and ‘low’ threshold settings are marked as resp. ‘high thr.’ and ‘low thr.’ in Table 4.1(b).
Again, the proposed method shows sensitivity to missing detections, resulting in a lower MOTA for the high threshold static backgrounds. KSP
shows bad performance when using the low threshold however, producing
more errors than the gt, resulting in a negative MOTA. When using the
high threshold KSP shows better results but also suffers from the missing
detections.
As with the train station data, disabling the verification step reduces

MULTI-PERSON LOCALIZATION AND TRACKING

Figure 4.7: Examples of tracking results on the hall data, frames
7338 (left) and 7378 (right). Top to bottom: Proposed method,
KSP with low background threshold, KSP with high background
threshold, proposed method/KSP cascade. Marker colors between
methods do not necessarily correspond.
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method
Proposed method
Prop. w/o verify
Possegger Possegger et al. [2013]
KSP (from Possegger et al. [2013])

MOTA
0.91
0.84
0.68
0.49

MOTP
12
13
21
23

miss
51
94
172
220

fp
22
45
88
156

mme
3
4
9
46

gmme
269
203
-

gt
875
876
828
827

Table 4.2: Performance of the proposed method, KSP and the
method proposed by Possegger et al. [2013] on the APIDIS
dataset. Results from Possegger et al. [2013] and KSP have been
taken from Table 2 in Possegger et al. [2013]. MOTA: accuracy,
higher is better. MOTP: precision (cm), lower is better. miss:
misses. fp: false positives. mme: mismatch error. gmme: global
mme. gt: ground truth persons.
performance. However, because the proposed method’s benefit in crowded
scenarios still exists, it shows better performance than the KSP based
methods on this dataset. In the crowded parts of this data where many
persons stand close together, the GT solution is not always included in
the top 40 preselection hypotheses of the two-step approach. Therefore,
the difference in performance between the two-step approach and the
proposed method without verification is smaller than on the train station
data.
Figure 4.7 shows some examples of tracking results from one of the
dataset’s viewpoints. In Figure 4.8(a) the average total error (fp + miss +
mme) per frame containing a certain number of persons is shown for the
hall data for the best performing versions of each method. The figure
shows a relatively constant error up to 7 persons, after which it starts to
increase linearly with the number of persons in the scene. Figure 4.8(b)
shows the evolution of both the actual number of persons during the scene
(the blue line), and the error per frame for the proposed method, KSP
with static background and high threshold and RCTA.

APIDIS dataset
Table 4.2 shows the performance of the proposed method, the method
from Possegger et al. [2013] and KSP on the APIDIS dataset. Note that
the results on the method from Possegger et al. [2013] and KSP have been
taken from Table 2 in Possegger et al. [2013]. The difference in the number
of GT positions is due to the way persons on the border of the a.o.i. are
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Proposed method
KSP + proposed method’s adaptive bg.
KSP + static bg high thr.
RCTA

10
5
0
0
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(a) Average total error vs. # of persons

# of persons, # of errors
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Ground Truth
Proposed method
KSP + stat. bg high thr.
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(b) #persons (Ground Truth) and #errors (methods) over time

Figure 4.8: Persons and error statistics over time for the hall
dataset.
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method
Prop. method
KSP

background
adaptive
Prop. adaptive

MOTA
0.86
0.82

MOTP
18
21

miss
21
66

fp
85
60

mme
20
35

gmme
670
678

gt
878
877

Table 4.3: Performance of the proposed method and KSP on the
EPFL terrace dataset. MOTA: accuracy, higher is better. MOTP:
precision (cm), lower is better. miss: misses. fp: false positives.
mme: mismatch error. gmme: global mme. gt: ground truth
persons.
handled (i.e. if GT positions are required or optional). Even though
slightly more GT positions have been evaluated, the proposed method
significantly outperforms the other two methods and shows less errors in
absolute terms. The main reason for this performance difference between
the proposed method and the method from Possegger et al. [2013] is in
the way new tracks are handled. Comparing tracking footage provided by
Possegger et al. [2013] and the results generated for this thesis, a number
of persons entering the scene is missed by Possegger et al. [2013]. In
the proposed method, not all persons are detected as soon as they enter
the scene, but because of the smooth likelihood map and the foreground
likelihood, they are still created at a later point in time. Furthermore,
because the proposed method always takes into account the appearance
likelihood, trackers that get stuck onto a ghosting artifact can more easily
recover when the ghost disappears and the tracker drifted away from the
person. The same is true for identity changes that occur while persons
are occluded and re-appear at some distance from each other. Finally, the
proposed method has the ability of deleting the stray tracker and creating
a new one for the actual person in the middle of the scene. As with the hall
dataset, disabling the verification step decreases performance while still
outperforming KSP as well as the method from Possegger et al. [2013].
Tracking results of the proposed method on the APIDIS dataset can be
found in Figure 4.9. The images show results at two time instants, seen
from all five cameras used.

Terrace dataset
Table 4.3 shows the performance of the proposed method and KSP on
the terrace dataset. The methods show comparable performance, with
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Figure 4.9: Example frames from the APIDIS dataset with tracking results from the proposed method, frame 766 (left) and 832
(right). Showing cameras 1, 2, 4, 5 and 7 (top to bottom).
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slightly higher scores for the proposed method. Both methods make use
of adaptive backgrounds created by the proposed method. Due to difficult lighting conditions and low contrast between the appearance of
some persons and the background, generating good quality foreground
segmentations is hard. The static background method used for earlier
experiments was unsuccessful in generating segmentations with sufficient
quality and was therefore not used here.
Compared to the results presented in Figure 5(b) of Berclaz et al.
[2011], in which the terrace dataset is referred to as ‘laboratory’, performance in this thesis’ experiments is lower. The MOTA score of KSP
presented in Berclaz et al. [2011] is about 0.95. This performance difference most likely results from the foreground segmentation used. The
segmentation used in this thesis’ experiments contains several artifacts
when strong illumination changes occur and persons can not be distinguished from the background. Since parameter settings for KSP are as
similar to the ones used in Berclaz et al. [2011] as possible, it is likely
that the segmentations used in Berclaz et al. [2011] are of higher quality,
resulting in better tracking performance. Unfortunately, an attempt to
acquire the segmentations used by the original authors was unsuccessful,
making it impossible to verify this. However, since better segmentations
would benefit KSP as well as the proposed method, it can be assumed
performance between both methods would still be comparable.

4.5

Discussion

This chapter presented a novel two-step method for the joint estimation
of person position and track assignment in the context of a multi-person
tracking system. The method leverages the possibilities offered by an
overlapping camera setup, using multi-view appearance models and occlusion information.
In principle, the volume carving approach to person tracking requires
only two overlapping cameras from different viewpoints. In practice, the
resulting uncertainty regarding where the persons might be becomes too
large in this case, even for a low person density scenario (e.g. train station
dataset). For the proposed approach, 3-4 strategically placed cameras are
considered to be the minimum. The use of additional cameras will improve reconstruction performance, albeit with decreasing added benefit.
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While the time needed for volume carving increases linearly with the
number of cameras, the reduced number of hypotheses can compensate
for this effect. Missing foreground regions in one camera can furthermore
result in holes in the 3D reconstruction. In the experiments, this effect is
minor for the adaptive backgrounds, but can severely impact performance
for the static backgrounds. Reconstruction can be improved when taking
a probabilistic approach to volume carving as was done by Haufmann
et al. [2013]. For more efficient storage and access of the volume space,
tree-based data structures could be used [Szeliski, 1993, Gavrila, 1994].
The requirement of camera synchronization can be relaxed. For the
novel datasets presented in this thesis (i.e. train station, hall), framesynchronized cameras were used. However, the cameras recording the
APIDIS dataset were not synchronized; synchronization was done artificially, duplicating frames to match frame numbers and timestamps between cameras. While this is less accurate, results show it is sufficient
given the resolution of the volume space and the amount of motion between frames. In a real-time setting, using the most recent frame from
each camera should be adequate synchronization for the purpose of person
tracking.
All methods are implemented in C++ .1 Experiments were performed
on a 2.1 GHz CPU and 4 GB RAM. Computation time was measured on a
960 frame sequence with 4 persons. KSP took 8.9 seconds per frame (s/f)
while KSP-App needed 9.7 s/f. Of these times, 8.8 s/f is used by POM
(this is longer than stated in Fleuret et al. [2008] because the proposed
method uses more ground plane locations and higher resolution images).
RCTA and the proposed method perform localization and tracking
at 6.5 s/f. Of this time, about 0.6 s is spent on preprocessing (loading
images, removing lens distortion, foreground segmentation, volume carving). The volume space resolution used is low to decrease computation
time. A more advanced (GPU) implementation (e.g. [Haufmann et al.,
2013]) could make computation of the volume space more efficient and enable higher resolution volume spaces, improving tracking accuracy. The
preselection step takes about 0.4 s to compute. Computation of object
visibility and appearance information for all hypotheses in the verification
step requires the majority of processing time. Efficiency of this computa1

A KSP implementation was kindly provided by the original authors. KSP-App
could not be made available and was re-implemented.
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tion has been improved by rendering the 2D silhouettes of all individual
objects used during verification only once. Object visibility and appearance are computed by combining the 2D silhouettes using precomputed
depth information. This takes about 0.11 s per hypothesis (4.4 s total
with K = 40). Since these operations are highly parallelizable, a GPU
implementation could significantly improve performance. The remaining
1.1 s is spent on the computation of the remaining features and overhead
such as generating image output.
The proposed method was compared to several state-of-the-art methods and different types of background estimation. In scenes with lower
person densities, when all methods use the same static background, KSPbased methods have an edge over the proposed recursive method. This not
surprising given batch-methods can take advantage of information available from multiple time instants, possibly extending into the future. It
turns out however, that by pairing the proposed recursive tracker up with
adaptive backgrounds obtained from a feedback loop, it can outperform
the KSP-based batch methods with static backgrounds. Interestingly,
for higher person-density scenarios, KSP-based methods suffer from the
limitations of the POM detector when persons overlap in many cameras.
The proposed method with adaptive backgrounds outperforms the latter
by a MOTA score of 0.21.
Furthermore, experiments on the publicly available APIDIS dataset
[Chen et al., 2011] show that a very recent volume reconstruction-based
method by Possegger et al. [2013] can also be outperformed by the proposed method. These results show the benefit of using a flexible position
likelihood map in combination with the proposed foreground likelihood,
offering more flexibility when creating and deleting tracks. Improved
track consistency shows the benefit of making appearance an integral
part of the objective function.

Chapter

5

Orientation Estimation
and Appearance Modeling
This chapter presents the proposed coupled procedure for person appearance modeling and orientation estimation. Figure 5.1 gives a schematic
overview of the proposed method. Appearance is modeled as the combination of a 3D shape model and a texture model. This thesis takes
an intermediate approach between modeling a person using a fixed body
shape and doing fully articulated pose estimation. The largest rigid partition (core) of the body is estimated over time by regarding all non-rigid
elements of the human body (arms, legs) as ‘noise’ around the rigid body
core (torso-head).
The preprocessing step uses multi-camera data to compute a volumetric reconstruction of the scene. The person localization and tracking method discussed in the previous chapter localizes the person of interest, and the volume corresponding to this person is segmented from
the volume space. In the next step, a spherical harmonics (SH ) based
shape measurement is created using the segmented volume (Section 5.2.2).
Furthermore, an SH based texture measurement is computed using the
learned shape model and Kalman filtered orientation estimate from the
previous time step t − 1 (Section 5.2.1). Using an EM -like optimization
scheme, an optimized orientation measurement is computed by iteratively
comparing the texture measurement to the learned texture model from
t−1, and adjusting the shape model’s orientation to compute an improved
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Figure 5.1: Overview of the appearance modeling and orientation
estimation process.
texture measurement (Section 5.2.3). When the orientation measurement
has converged, it is used to correct the Kalman filtered orientation estimate from t − 1, and the SH shape and texture models from t − 1 are
updated using the shape and texture measurements and the estimated orientation. This chapter is based on work presented in Liem and Gavrila
[2013b, 2014a].

5.1

Spherical Harmonics

In order to simplify the estimation of a person’s orientation at time t
based on a shape model St and texture model Tt , both are represented
in the linear space of Spherical Harmonics (SH ). SH are the equivalent
of Fourier transformations on a 3D sphere; they decompose a spherical
function f (u, v) (a function defined on the surface of a sphere) into a linear
combination of orthonormal spherical basis functions. An SH subspace
consists of L + 1 bands each characterized by l, 0 ≤ l ≤ L, and M
components (spherical basis functions) per band. For a certain band l
there are M = 2l + 1 components m in the range [−l, l]. An SH subspace
therefore consists of (L + 1)2 components distributed over its L + 1 bands.
If a 3D shape can be represented as a spherical function fS by extruding
a sphere along vertices (u, v), the SH decomposition of fS can be seen as
a linear combination of canonical shapes of which Figure 5.2(a) shows the
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(a) SH components for geometric deformation

(b) SH components for gray values (using a gradient map)

Figure 5.2: Spherical basis functions for the first four SH bands
(L = 3). Blue represents negative values, red represents positive values. SH components can be visualized by (a) representing
spherical function f as a deformation of a sphere or (b) as a texture
(gray values visualized using a gradient map).
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first 4 bands (L = 3, 16 components). Analogously, the SH decomposition
of a texture represented by fT as gray values at vertices (u, v) can be seen
as a linear combination of textured spheres seen in Figure 5.2(b).
The SH decomposition of a spherical function f computes SH parameters A, where Al,m is the weight of component m in band l. SH
components with m < 0 are rotated 90/m degrees around the vertical
axis compared to their positive counterparts labeled by |m|, as can be
seen in Figure 5.2. It is therefore common practice to merge the positive
and negative order harmonics Al,m and Al,−m into a complex item Al,m
as follows:
Al,m = Al,m + iAl,−m ,
(5.1)
where i is the imaginary unit. For m = 0, the imaginary part is 0. Since
here 0 ≤ m ≤ l, this leaves l + 1 complex valued parameters per band. A
reconstruction SF A of the original function f can be computed from the
parameters A as a weighted sum of the SH basis functions (much like the
spectral components of a Fourier decomposition are used in the Fourier
reconstruction). In practice a limited number of bands is used such that
SF A is a band limited approximation of f . More details on SH and how
to decompose a spherical function into SH components can be found in
Green [2003].
Figure 5.3 shows the creation of a 3D reconstruction using a linear
combination of SH components. As an example, the Stanford armadillo
3D model1 is converted to a volumetric model consisting of 12761 voxels
and projected onto a 17 band SH subspace (Figure 5.3(a)). The basis for
the SH representation is a spherical function representation of the volumetric model, using 3025 surface points. The conversion of a volumetric
model to a spherical function is explained in Section 5.2. Out of the
289 components making up the 17 band SH space, Figure 5.3(b) shows
the top 30 components having the highest weights in the SH representation of the armadillo. Relative sizes of these components are based on
their respective component weights. As in Figure 5.2(a), blue represents
negative values while red represents positive values. Figure 5.3(c) shows
reconstructions of the 3D shape by combining an increasing number of
the top 30 highest weighted components from Figure 5.3(b). These reconstructions have been created by accumulating the first 1, 2, 3, 4, 5,
1

The armadillo 3D model is part of the Stanford 3D Scanning Repository and was
created by the Stanford University Computer Graphics Laboratory.
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(a) Armadillo volume model, spherical function and 17 band SH reconstruction

(b) Top 30 highest weighted SH components of 17 band SH subspace, scaled by weight.

(c) SH reconstruction using top N highest weighted components of 17 band SH subspace.

Figure 5.3: SH reconstruction of the ‘armadillo’ 3D model. (a)
volume representation of 3D model (12761 voxels), spherical function (3025 surface points), 17 band SH reconstruction (289 components). (b) Top 30 components of 17 band SH subspace having
highest weights, scaled by weight. Blue represents negative values,
red represents positive values. (c) SH reconstructions using top
1, 2, 3, 4, 5, 10, 15, 20, 25 and 30 highest weighted components.
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10, 15, 20, 25 and 30 of the top 30 components, respectively.
An interesting property of SH is that they are rotationally covariant. This means that rotating a 3D object and then projecting it onto
an SH subspace gives exactly the same result as if the object was first
projected onto an SH subspace and then rotated. Furthermore, the properties of the spherical basis functions and the rules of orthogonality make
SH rotation a block-diagonalizable linear operation in which components
between bands do not interact. The change in Al,m is especially simple
for rotations on the vertical axis, which are the most interesting rotations
in the context of this thesis. As derived by Makadia and Daniilidis [2003],
the vertical axis rotation over φ of a spherical function represented by SH
can be represented simply as
B l,m = Al,m e−imφ .

(5.2)

Here Al,m is the weight of component m in band l before rotation, i
is the imaginary unit and B l,m is the weight of component m in band l
after rotation over angle φ. The non-complex SH parameters Bl,m and
Bl,−m can be computed by taking the real part and the imaginary part of
the complex SH parameters, respectively. From now on, the superscript
l, m will sometimes be left out for notational simplicity when describing
the rotation of a complete SH object. In those cases, Aφ will be used
to denote B. In those cases, the SH rotation operator is assumed to be
applied to all components l, m of A.
In case an SH parametrization A and B of same object is given, the
rotation φ between them can be found by minimizing the following sum
squared error (SSE) for ψ using a quasi-Newton approach like BFGS
[Makadia and Daniilidis, 2003]:

φ = arg min
ψ

X

X

(Al,m e−imψ − B l,m )2 .

(5.3)

1≤l≤L 1≤m≤l

The 0th component of every band is not needed for this estimation since
it is not influenced by rotation.
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3D Shape, Texture
and Orientation Estimation

At each time step t, C images It1:C are captured from C different, overlapping viewpoints. In the experiments, C = 3. Foreground estimation is
done for each image and a volumetric reconstruction of the scene is created using volume carving. Person localization and tracking is performed
in the reconstructed volume space using the method described in the previous chapter. The visual hull H of the person of interest is determined
by selecting all voxels within a 1 meter diameter cylinder, positioned at
the person’s location estimated by the tracker. The measured person position x̂t is the center of mass of H and is computed as the center of the
principal axis of H. A constant acceleration Kalman filter is used to filter
x̂t over time and gives the filtered person position xt .
In order to use SH to model the person’s shape, H is transformed into
spherical shape function fS . To create fS , a unit sphere is centered on the
person location xt and the sphere’s surface is discretized into a uniformly
distributed set of surface points (in the experiments, 55×55 surface points
are used). For each surface point (u, v), a ray r is cast from xt , through
(u, v). The spherical function is defined by fS (u, v) = d, where d is the
distance between xt and the most distant voxel in H along r. This is
similar to the method described by Saupe and Vranić [2001] except that,
in order to maintain rotational information, the proposed method does
not normalize the 3D shape. An example of a spherical function created
from a volumetric object can be seen in the center image in Figure 5.3(a).
To compensate for the fact that volume carving tends to over-estimate
the shape, the spherical function is scaled down 10% to prevent sampling
of the texture outside the object during texture generation.
A sampled texture consists of a spherical texture function fT , created
by projecting the surface points of a shape function fS onto images It1:C
and sampling the image values at these locations. Texture is only sampled
from image regions containing foreground and the color of surface points
visible in multiple cameras is averaged over these cameras.
The goal is to model the person’s appearance, consisting of an SH
shape model St and an SH texture model Tt , and estimate the person’s
orientation φt (rotation along the vertical axis) based on the estimated
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Algorithm 1: Appearance modeling and orientation estimation
Input: St−1 , Tt−1 , xt−1 , φt−1 , It1:C , H
Output: St , Tt , xt , φt
1
2
3
4
5

6
7
8
9
10
11
12
13
14
15

16
17
18
19
20
21
22

23
24
25
26

27
28
29
30

x̂t = person position based on average voxel position of H;
x−
t = Kalman filter prediction of person position using xt−1 ;
xt = Kalman filter update of x−
t using measurement x̂t ;
φ−
=
Kalman
filter
prediction
of orientation using φt−1 ;
t
∆φ = ∞; Intermediate orientation difference;
// Determine texture model Tt and orientation φt
while ∆φ ≥ 0.001 do
if not first iteration then φ̂t = φ̂t + ∆φ;
;
else φ̂t = φ−
t ;
;
φ
= St−1 eimφ̂t ;
Rotate shape model: St−1
φ
;
Reconstruct spherical function SF S φ from St−1
Position SF S φ at xt ;
Project surface points SF S φ (u, v) onto It1:C ;
1:C at projected surface points (i, j),
Sample texture from IP
t
1
creating fT (u, v) = C C Itc (i, j);
Compute SH representation T̂t of fT ;
P P P
l,m,λ 2
) ];
∆φ = arg minψ [ λ l m (T̂tl,m,λ e−imψ − Tt−1

φt = Kalman filter update of φ−
t using measurement φ̂t ;
if t < 1/αT then
1
Tt = t−1
t Tt−1 + t T̂t ;
else
Tt = (1 − αT )Tt−1 + αT T̂t ;
// Compute shape model St based on φt
Position a unit sphere with 55 × 55 discretized surface points at xt ;
foreach surface point (u, v) do
Cast ray r from xt through (u, v);
Determine distance d between xt and the voxel in H along r
furthest away from xt ;
Compute scaled fS using fS (u, v) = 0.9d;
Compute the SH representation Ŝt of fS ;
∀l, m ∈ Ŝt : Ŝtφ = Ŝt e−imφt ;
S0 = Sˆ0 ; St = (1 − αS )St−1 + αS Ŝtφ ;
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appearance.
Algorithm 1 describes the SH based appearance modeling and orientation estimation method. The different parts of this method will be
explained in the following sub-sections.

5.2.1

Texture Estimation

First, a constant acceleration Kalman filter is used to get a prediction
φ−
t of person orientation φt based on φt−1 . Using the shape model St−1
from the previous time step, the SH texture measurement T̂t at time
t is computed and the person’s orientation φt is estimated using this
measurement.
Texture function fT at t is created using a rotated spherical shape
φ
function SF S φ reconstructed from the SH shape model St−1
, acquired by
−
rotating St−1 using the predicted orientation φt as follows:
−

φ
= St−1 eimφt .
St−1

(5.4)

See also line 11 of Algorithm 1. The exponent in (5.4) has been negated
in order to rotate St−1 with negative orientation angle −φ−
t .
When positioned at xt , SF S φ ’s discretized surface points can be used
to sample the person’s texture from images It1:C . Texture regions without
color information due to occlusions or sampling outside the foreground
regions are filled using the average color along horizontal scanning lines
over the texture. This way, artifacts in the SH texture representation
due to lacking information are prevented while vertical color variance is
maintained in the texture. T̂t is computed by projecting fT onto a 9 band
SH subspace (L = 8), reducing the dimensionality of the texture space by
97% and smoothing the texture. Textures are sampled in standard RGB
colorspace. Preliminary experiments were done using both normalized
RGB and C-invariant color spaces [Geusebroek et al., 2001], but overall
best results were obtained using standard RGB. To use RGB color, the
three color channels λ = {R, G, B} are modeled as three separate SH .
Since rotation of the SH texture is simplified according to (5.2), finding the most likely orientation φ̂t given the SH texture model from
the previous time step Tt−1 and the current texture measurement T̂t
is straightforward and can be solved by minimizing the SSE in Equation (5.5) for ψ using a quasi-Newton approach like BFGS [Makadia and
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(a)

(b)

(c)

Figure 5.4: Examples taken from the person shown in Figure 3.9(c)
at frame 100, corresponding to Figure 5.5. (a) Sampled texture
(55 × 55 pixels, 3025 parameters). (b) Reconstructed 9 band (81
parameters) SH texture representation. (c) Learned SH texture
after 100 frames (81 parameters).
Daniilidis, 2003].
φ̂t = arg min
ψ

XXX
λ

l

l,m,λ 2
(T̂tl,m,λ e−imψ − Tt−1
)

(5.5)

m

A Kalman filter update of φ−
t using φ̂t gives the final orientation φt .
The texture model Tt is learned over time by exponential decay using
learning rate αT :
Tt = (1 − αT )Tt−1 + αT T̂t .
(5.6)
However, to prevent over-representation of the first sampled textures
in Tt , iterative averaging is used to learn Tt as long as t < α1T , as shown
in Equation (5.7).
t−1
1
Tt−1 + T̂t .
(5.7)
Tt =
t
t
Combining models and measurements over time requires each measurement to be rotated into a canonical orientation, matching the model.
φ
By sampling the texture using the rotated shape model St−1
, T̂t is in a
canonical orientation and can directly be combined with Tt−1 . An example of a sampled texture, its SH reconstruction and a learned texture
after 100 frames can be found in Figure 5.4.
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3D Shape Estimation

Using orientation φt , the SH shape model St can be computed. First, the
SH shape measurement Ŝt at time t is constructed by transforming visual
hull Ht into a spherical function fS and projecting this function onto the
SH space. To reduce feature dimensionality and simultaneously smooth
the shape representation, the first 17 bands of the SH space (L = 16) are
used for projection, reducing feature dimensionality by 90%. Examples of
a person’s visual hull, the spherical function derived from that visual hull
and the reconstruction of the SH representation of the spherical function
can be seen in Figure 5.5(a)-(c). The top-down views showing the person
facing to the left clearly show the excess volume created by volume carving
due to shape ambiguities. While Figure 5.5(e) shows that, in this frame,
the person stands straight with his arms alongside his torso, the top-down
view of the volume shows significant extrusions of the estimated shape on
the front and back of the person.
Estimating the rigid body over time is done by averaging shape estimates over time, decreasing the influence of non-rigid body parts on the
estimated body shape. Since arms and legs will have different positions
over time, they will be averaged out in the final shape estimate as can
be seen in Figure 5.5(d). To combine shape models and measurements,
they have to be in canonical orientation. Since the shape is represented in
SH components, rotation is straightforward (as mentioned in Section 5.1)
and does not yield rotation artifacts which would occur when rotating objects in the discrete volume space consisting of cubic voxels in a regular
grid. The rotated SH shape measurement Ŝtφ is computed as shown in
Equation (5.8) (line 29 in Algorithm 1), in accordance with (5.2):
Ŝtφ = Ŝt e−imφt .

(5.8)

The rigid body shape model St at time t is computed over time by
iteratively combining Ŝtφ for all time steps under exponential decay, as
shown in Equation (5.9)
S0 = Ŝ0 ;
St = (1 − αS )St−1 + αS Ŝtφ

(5.9)

The shape learning rate, αS , is split up in two parts: one for growing
the model and one for shrinking it. Because volume carving reconstructions are convex, artifacts in the reconstruction are much more likely to
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(a)

(b)

(c)

(d)

(e)

Figure 5.5: Examples taken from the person shown in Figure 3.9(c). Green lines on the groundplane show the ground truth
orientation. Red lines show the estimated orientation. The vertical black line represents the person’s principal axis and is 2 m
high. (a)-(d) show a top-down view of the person facing to the
left (top) as well as from a perspective matching (e) (bottom).
All figures are shown at the same scale. (a) Person visual hull H.
(b) Spherical shape function using 55 × 55 surface points (3025
parameters). (c) Reconstructed 17 band (289 parameters) SH
shape representation. (d) Learned shape model after 100 frames,
mapped with sampled texture. (e) Person modeled.
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consist of extrusions of the actual shape than of indentations. Therefore,
measuring an indentation in Ŝtφ compared to St−1 conveys more information about the actual object shape than when measuring an extrusion.
This is reflected in the learning rates. The learning rate for surface points
that are more indented in Ŝtφ than in St−1 is set to 0.4. The learning rate
for more extruded surface points is set to 0.01. In Figure 5.5(a), a small
artifact is visible near the head of the person. While this artifact gives
rise to an erroneous extrusion in the spherical function (Figure 5.5(b))
and its SH representation (Figure 5.5(c)), the learned body model in
Figure 5.5(d) shows no influence of this artifact. The figure furthermore
shows that the model was able to learn a good approximation of the
actual person’s volume.

5.2.3

Iterative Orientation Estimation

The estimate of the current body orientation made using Equation (5.5)
allows for an iterative orientation optimization scheme. Since the texture
measurement T̂t is sampled using the reconstruction of St−1 , oriented
according to the Kalman filter prediction φ−
t instead of the final estimate
φt , the sampled texture might be distorted.
In order to optimize the estimation of the person orientation, texture
sampling and orientation estimation are repeated multiple times. Each
time, the reconstruction of St−1 is rotated using the most likely orientation estimate φ̂t of the previous iteration. While the estimate gets closer
to the true orientation, the SSE gets smaller and the difference between
orientation estimates reduces. Optimization is stopped when the difference between consecutive orientation estimates is less than 0.001 rad or
10 iterations have been done. In Figure 5.5, red lines on the ground plane
show the resulting orientation estimate on a single frame, while green
lines show the ground truth orientation.
St−1 could be updated every iteration using Ŝtφ , rotated using the previous iteration’s estimate of φ̂t . However, while the orientation estimate
is suboptimal, an incorrectly rotated version Ŝtφ might result in a more
distorted shape estimate instead of an improved estimate.
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Experiments

In this chapter, the influence of the SH texture representation, shape
information and the iterative estimation procedure on the quality of the
estimated orientation is evaluated. To this end, the proposed method
is compared to a state-of-the-art approach as well as to an alternative
method. The first method is based on the Panoramic Appearance Map
(PAM) proposed by Gandhi and Trivedi [2007]. A fixed size cylinder with
a diameter of 35 cm and a height of 2 m, fitting tightly around a person’s
torso, is used for sampling the person’s texture. This is much smaller than
the 1 m diameter cylinder used for segmenting the person of interest from
the volume space mentioned in Section 5.2, but while the volume segmentation should contain all voxels belonging to the reconstructed person, the
PAM cylinder should capture as little background as possible to generate
stable textures. Orientation is estimated in a generate-and-test fashion
by sampling 360 textures using 1◦ orientation difference and making a
per-pixel weighted comparison between all textures and a learned texture
model. The orientation of the best matching texture sample is used as
the object orientation.
As a secondary, alternative method, the cylinder based shape model
is combined with the proposed SH based texture representation and the
iterative orientation estimation from Section 5.2.3. This method will
be referred to as ‘cylinder shape with SH texture’. Like the proposed
method, both PAM and the cylinder shape with SH texture provide relative orientation estimates with respect to the initial person orientation.
The following settings are used for the experiments. The voxelspace
has a resolution of 2 × 2 × 2 cm/voxel. Textures and shapes are sampled
at a resolution of 55 × 55 surface points (3025 parameters) and a texture
learning rate αT = 0.05 is used. For the methods using SH based textures
9 SH bands (81 parameters) are used for texture representation. For the
SH shape representation 17 SH bands (289 parameters) are used. For
all methods, each frame’s orientation estimate is constrained to be within
30◦ of the previous frame’s estimate.
Experiments are done on three artificial datasets described in the next
two sections, as well as on the real-world dataset described in Section 3.2.
Doing experiments on artificial data enables the testing of different aspects of the algorithms such as the influence of shape estimation and the
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(d)

Figure 5.6: (a) Synthetic texture with vertical blacked-out bar
simulating missing information. (b) Rendered cylinder. (c) Rendered human. (d) Rendered articulated human.
use of SH for the texture representation.
As a measure of the orientation estimation performance, the Root
Mean Squared (RMS) error between the ground truth orientation and the
estimated orientation is used. The difference in orientation is computed
using the angular difference between the two orientation angles. This
ensures a correct error computation considering angular wrap-around
(0◦ = 360◦ ).

5.3.1

Synthetic Texture

The first artificial dataset uses a pre-generated 2D texture image, shown
in Figure 5.6(a), in order to test the performance of texture based orientation estimation. Using a fixed texture ensures that the measurements are
not influenced by inaccurate shape estimates and the texture sampling
method. A texture of 360 × 360 pixels is used, allowing for 1◦ rotations.
Rotation is simulated by circular shifting this texture a number of pixels
to the right at each time step. For two runs of the experiment a static
black area is added to simulate a static sampling occlusion (e.g. a part of
the object not seen by any camera), shown as a vertical blacked-out bar
in Figure 5.6(a). The orientation estimation methods treat this part of
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the texture as if no information is available for this region. Orientation is
estimated using a 55 × 55 pixels resized version of the texture to simulate
sampling. One run is done with a fully visible texture and 1◦ rotation
per iteration. Two runs are done using the occluded texture using either
1◦ or 7◦ rotation per iteration. Since shape has no role in this experiment, only PAM using generate-and-test based orientation estimation
and the SH texture using the proposed iterative orientation estimation
are compared.

Figure 5.7(a) shows the RMS error per frame for the different scenarios
and methods. When using the fully visible texture, estimation results are
as good as perfect. As is to be expected, the generate-and-test based
method (not shown in the graph) does a perfect job here. The lightly
jagged profile of the error of the SH based method on this texture is an
effect of the fact that the downsampled texture is used to estimate 1◦
orientation shifts. When the original 360 pixels wide texture is shifted
one pixel per degree, the changes in the downsampled texture (shifted
about 0.15 pixels per degree) are very small. The SH based method does
not pick up on this shift until the downsampled texture is shifted one
pixel.

When a part of the texture is blacked-out, the SH based method is
outperformed by the generate-and-test based method. The SH based
texture model takes slightly longer to learn, causing a higher error for the
first few frames. Tests with an increasing number of SH texture components produce similar results, suggesting that the SH texture combined
with the iterative orientation estimation procedure is less accurate than
the generate-and-test based method when the estimation task is this much
simplified. After the initial offset in error, both methods show a similar
gradual increase in the orientation error over time. This is an artifact
of doing relative orientation estimation. The use of an incrementally updated texture model as the reference makes it hard to compensate a drift
in the estimated orientation over time. Drifting estimates are caused by
inaccurate texture matches due to the blacked-out patch, combined with
a learning rate that includes this shift into the model.
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Figure 5.7: (a) Difference between ground truth orientation and
estimated orientation for artificially created textures. (b) RMS
error per frame over cylinder shape based and human shape based
synthetic experiments.
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Rendered Scenes

The second artificial dataset shows a rendered scene containing a textured, rotating cylinder (Figure 5.6(b)). For the last artificial dataset, a
scene showing a rotating textured human model is rendered (Figure 5.6(c)(d)). The camera viewpoints and calibration for these scenes are the same
as for the real-world data, as is the image resolution of 752 × 560 pixels. In all scenes, the object is kept positioned at one location in the
scene. For both the rendered cylinder and the human models, sequences
are generated using either 1◦ or 7◦ rotation per frame. In one cylinder
sequence, the cylinder incrementally stands still, rotates left, stands still
and rotates right for 50 frames each. In the last human model sequence,
the model is rotated 1◦ per frame while the limbs show walking motion
(fig 5.6(d)).
The system setup for the methods compared is the same as for the
real-world experiments, except for the person localization and tracking
part. Since foreground segmentation is provided and perfect, the volume
reconstruction of the rendered scene only contains the reconstruction of
the object of interest. Therefore, the object location is computed as the
center of the principle axis of the reconstructed scene. In the cylinder
sequences and the first two human sequences, the assumption of a rigid
body is fully met. In the last human sequence, rigidity only holds for
the torso and head. This allows evaluation of the influence of shape
estimation under the rigid body assumption.
Figure 5.7(b) shows the RMS error per frame for the rendered cylinder
data as well as for the human model data. For the cylinder scenario, the
SH texture with cylindrical shape model benefits from its matching shape
model. No time is needed for the methods to adapt to the object shape,
resulting in well sampled textures from the first frame on. PAM also
has this benefit, but suffers from texture sampling artifacts resulting in
a higher error rate. The low dimensional SH texture is able to learn a
more general texture model, resulting in better performance. For this
scenario, the proposed method has a drawback from having to estimate
the object shape, resulting in lower performance than the SH texture
with cylindrical shape model, but it still performs on-par with PAM.
Like in the previous experiment, a gradual increase in error is visible
for all methods for both the cylinder shape scenarios as well as the human shape scenarios. Picking the correct learning rate for the shape and
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texture model can compensate for this to some degree, but over time the
error is likely to converge towards the random error.
For the human model, and specifically the articulated human model,
the cylindrical assumption does not hold. It causes continuous distortions
in the texture, giving rise to drifting orientation estimates. While the need
to learn the shape of the object in the proposed method seems to be a
drawback for simple shapes, experiments on the more complicated human
shape model show the benefit of modeling the object shape together with
the texture. The proposed full SH model shows similar performance on
the cylindrical shape and the human shape, but the methods using the
cylindrical shape model have a clear decline in performance for the more
complex object. The shape estimation still takes time to adapt to the
shape, but in the end gives a more stable shape model to sample the
texture from.

5.3.3

Real-World Scenes

For the experiments on the real-world dataset a third, classifier based orientation estimation method is added. This method, introduced by Enzweiler and Gavrila [2010], uses a classifier combining HOG-based features
to get an absolute orientation estimate per frame, with respect to a fixed
3D coordinate system. It is complementary to the proposed method, using a fundamentally different way of orientation estimation, and is added
as a reference for absolute orientation estimation methods. It uses a mixture of four orientation experts, each trained on images showing pedestrians in one of four canonical orientations (front, back, left, right). The
experts’ classification results are used as weights in a Gaussian Mixture
Model, creating a full 360◦ orientation probability density function (pdf ).
A maximum likelihood estimate derived from this pdf is used as the final
orientation estimate. The experts are trained using data kindly provided
by the authors of [Enzweiler and Gavrila, 2010]. Regions of interest are
generated in the 2D images based on the projection of the volume reconstruction of the person of interest onto the camera plane. Orientation
estimates per camera are combined into a 3D orientation estimate using
the camera calibration. Applying the constraint on the maximum difference in estimated orientation between consecutive frames to the classifier
based approach is done by limiting the range of the pdf when computing
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Figure 5.8: RMS error over all scenarios and all frames for different
numbers of texture and shape SH bands. Showing RMS error for
all combinations of 5, 9, 13, 17 and 25 SH texture and shape bands
(L ∈ {4, 8, 12, 16, 24}).

the maximum likelihood orientation. Since the classifier based approach
is time independent by nature, this method is tested without applying
the 30◦ orientation constraint as well. For both versions, the results have
been Kalman filtered resulting in more stable and smooth orientation
estimates over time.
Finally, results of the version of the proposed method as presented
in Liem and Gavrila [2013b] are added for comparison. This version
uses manually generated ‘optimal’ foreground segmentations to create
the volume reconstruction and does not make use of RCTA+ tracking
results. Results from this method are referred to as ‘SH shape and texture
(manual fg)’.
Figure 5.8 shows how the number of SH bands used influences orientation estimation performance for the proposed method. Orientation
estimation has been performed for all scenarios, using 5, 9, 13, 17 or 25
bands for both the SH texture and the SH shape (L ∈ {4, 8, 12, 16, 24}).
This results in 25 performance measurements. Using a small number of
bands has a clear negative impact on performance. This is shown by
the blue line (only 5 shape bands) and the first part of the green and
red lines (only 5 texture bands). However, a comparison with the cyan
and magenta lines shows that using fewer bands for shape has a larger
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Figure 5.9: RMS error per frame over all scenarios, vertical lines
mark scenario end frames.

impact in performance than using fewer bands for texture. This is due
to the fact that the texture depends on the shape for sampling, and gets
more distorted when using less shape SH . For higher numbers of bands
(17, 25), adding extra bands has limited influence on performance since
the extra details modeled by the SH representation get decreasingly relevant. For the rest of the experiments 9 texture SH bands and 17 shape
SH bands are used, balancing performance and computational efficiency.
Using more bands results in a slight increase in performance at the cost
of much more parameters (e.g. using 25 instead of 17 bands results in
625 instead of 289 parameters).
Figure 5.9 shows the RMS error per frame for the real-world data,
computed over all scenarios. This differs from the results shown in Figure 4(a) in Liem and Gavrila [2013b] where the moving RMS error over
time was used, giving a more smoothed view of the performance. Since
not all sequences have the same length, vertical dashed lines indicate the
points where scenarios end and the RMS error is taken over fewer scenarios. Please note that since the proposed method, PAM and the cylinder
shape with SH texture all provide relative orientation estimates w.r.t.
the first frame, their error is defined to be 0 at that point. Because the
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classifier based approach gives an absolute orientation estimate for each
frame, it also shows an error for the first frame.
Measured over all scenarios, the proposed method shows better performance compared to the other relative orientation methods for almost
all frames. Only the version of the proposed method from Liem and
Gavrila [2013b] performs better, which is expected because of the ‘optimal’ foreground segmentations. In the first 40 frames the error rises
quickly because of sub-optimal shape and texture models. After this, the
error for the proposed method seems to stabilize while the other errors
keep rising. A comparison with the method using the cylinder together
with SH texture shows that the proposed method benefits from modeling
the shape of the person. Representing the texture in low-dimensional SH
space gives a comparable performance to PAM’s full texture approach
while the 9 SH bands reduce the number of features by 97%. However,
when the person being tracked has a low-contrast appearance like the one
shown in Figure 3.9(e), the SH texture lacks detail.
The relative orientation estimation methods using a fixed shape model
exhibit a significantly stronger error increase over time. This effect is similar to the one seen in the experiments using the synthetically rendered
human model. The incorrect shape model causes more noise in the sampled texture, causing a larger deviation in the estimated orientation over
time. Around frame 350, a jump in the RMS error for PAM and the
cylinder shape with SH texture is visible. This is caused by the ending
of the scenario with the person shown in Figure 3.9(h), whose repetitive
shirt pattern poses an issue for PAM.
Directly comparing results between the classifier based, absolute estimation methods and the relative estimation methods is difficult, because
of the different nature of these methods. In the short term, the frameby-frame absolute orientation estimates show a bit more erratic behavior.
The error spikes show the sensitivity of the classifier based method to orientation ambiguities between opposite orientations (errors of about 180◦ ),
caused by the ambiguity in person shape when viewed from the front or
the back. In the long term however, the absolute nature of the method
makes it invulnerable to drifting of the orientation estimate. For the relative methods, the error is likely to converge to the random error over
time since they lack a fixed reference point. Constraining the orientation
difference per frame for the classifier based method dampens the erratic
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Figure 5.10: Cumulative absolute error distributions over all scenarios.

behavior and seems to result in slightly more stable orientation estimates.
Figure 5.10 shows each method’s cumulative error distribution, obtained by binning the errors over all frames. The proposed method clearly
outperforms the other relative estimation methods with respect to the
error distribution. Only the proposed method using manually created
foreground segmentations shows better performance. This graph confirms that PAM has the poorest error rates over all. The cylinder shape
and SH texture method specifically shows less mid-range errors between
30◦ and 100◦ compared to PAM, while the proposed method consistently
shows less large errors than the other two relative estimation methods.
The graph also confirms the classifier approaches’ sensitivity to errors
around 180◦ , shown by the final increase of the graph from 140◦ onwards.
This matches the results from Figure 6 of Enzweiler and Gavrila [2010].
As a final measure, the RMS error measured over all scenarios and all
frames together is computed for all methods. These results can be found
in Table 5.1. When comparing the relative orientation estimation methods, the method using manual foreground segmentations performs best.
However, using tracking results instead of manually created foreground
segmentations only gives a slight performance loss of 6◦ . Of the methods using real tracking results, the proposed method shows the lowest
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Method
SH shape and texture (Proposed method)
PAM [Gandhi and Trivedi, 2007]
Cylinder shape, SH texture
SH shape and texture (manual fg) [Liem and Gavrila, 2013b]
Classifier [Enzweiler and Gavrila, 2010]
Classifier (constrained)

RMS error
40◦
62◦
56◦
34◦
55◦
50◦

Table 5.1: RMS error for each method, measured over all scenarios
and all frames together.
average error, followed by the cylinder shape with SH texture with a 16◦
higher RMS error. These results show that relative orientation estimation
benefits from the low dimensional SH texture representation and shape
modeling. For the classifier based approaches, the constrained version
shows the lowest error.
An example of the orientation estimation performance on a frame-toframe basis in one scenario is shown in Figure 5.11. In order not to clutter
the graph too much only the results from the constrained classifier are
shown here, since it gave the most stable results in the previous experiments. The graph demonstrates that the proposed method follows the
GT orientation closely, while both PAM and the cylinder with SH texture
method drift away from the GT. Around frame 40, the person jumps up
and down and bends over, resulting in a bad match between the cylindrical shape model and the actual person shape. This causes a drift in the
estimated orientation for PAM, which can not be compensated. While
PAM still follows the curve of the GT orientation for the rest of the scene,
the offset remains. The SH texture model shows more robustness to this
deformation, resulting in a much smaller drift for the cylinder model with
SH texture. Around frame 110, the tracked person is occluded in one of
the cameras causing a slight drift in orientation for the cylinder shape
with SH texture model. The proposed method shows more robustness
to this occlusion. The method using manually created foreground segmentations follows the GT a bit more closely than the proposed method
for most of the scene, but does not show significantly better performance.
The classifier based approach does a reasonable job following the GT, but
its frame-wise estimation approach causes a bit more erratic orientation
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Figure 5.11: (top) Example of the estimated orientation of the
person from Figure 3.9(c) (with the red outfit) using the four
methods. (bottom) Frames 48, 98 and 148 form this scenario.
Notice some occlusion has occurred between frames 98 and 148.

estimates resulting in less accurate Kalman filtered results.

5.4

Discussion

All experiments were done on a single core of a 2.6 Ghz Intel Xeon CPU.
Average processing times were: 9.5 s/fr for the proposed method, 1 s/fr
for PAM, 1.7 s/fr for the cylinder with SH texture and 0.7 s/fr for the
classifier based approach. Volume carving and computation of the spherical shape function took about 8 s of the 9.5 s the proposed method needs
per frame, using a crude implementation. A large speed improvement is
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possible by using a GPU implementation. The classifier based approach
was implemented in C++, while the other methods contain unoptimized
Matlab code.
This chapter presented a novel approach for estimating the relative
person orientation, based on a low dimensional shape and texture representation using spherical harmonics; this involves a reduction in the
number of appearance modeling parameters by 90 − 97%. Results on
synthetic data show that, when the object shape is rigid and known in
advance, fixed shape models combined with a learned SH texture model
offer the best orientation estimation performance. However, when the
object shape is not entirely rigid or precisely known, like in the case of a
person’s body, the addition of a learned SH shape model is beneficial.
Results could be improved by using more advanced inference methods
like particle filters instead of the maximum likelihood approach employed
here. The SH based orientation estimation could be extended to estimate
the object’s rotation along all axis. Finally, the fusion of the proposed
relative orientation estimates with classifier based absolute orientation
estimates might further improve performance.

Chapter

6

Conclusions and Future Work
This thesis investigated multi-person localization and tracking, person
orientation estimation and 3D person appearance modeling in the context of complex, realistic settings observed by a moderate number of
cameras with strongly overlapping fields-of-view. Experiments were performed using datasets exhibiting dynamic backgrounds and unconstrained
lighting conditions, person appearances and background clutter. These
conditions are similar to the ones found in the proposed methods’ possible application domains such as visual surveillance, sports analysis and
human machine interaction (HMI). The challenges posed were addressed
by proposing two novel methods addressing different parts of the problem. Both methods used a volumetric scene reconstruction to leverage
the cameras’ overlapping fields-of-view. The focus of the first method
was on a two-step approach to joint multi-person localization and tracking. The second method focused on a novel way to jointly estimate the
relative person orientation (the rotation around the person’s vertical axis)
and the person appearance consisting of a 3D shape model and a texture
model, both represented using spherical harmonics.

6.1

Contributions

In Section 2.3, three research questions were posed that are at the core
of this thesis. These questions were formulated as follows:
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• How can as much 3D scene information as practically possible be
incorporated at an early stage of person localization and tracking?
• What advantages does a recursive approach to localization and tracking offer compared to a batch approach?
• How can a person’s shape and texture be combined in a compact
and elegant appearance model that in turn facilitates orientation
estimation?
Answering the first two questions was the subject of Chapter 4, while the
third question was handled in Chapter 5. The answers to these questions
will be summarized in the next two sections.

6.1.1

Localization and Tracking

Chapter 4 introduced the proposed method for jointly localizing and
tracking persons based on a volumetric scene reconstruction, using a twostep likelihood optimization approach. The method solves all aspects of
multi-person, multi-camera localization and tracking jointly while considering information on object locations, foreground segmentations and
appearances. The task of identifying detected objects as persons and
tracking them is formulated as an assignment problem in a bipartite
graph (Section 4.1). Occlusions and the uncertainty about which detections are persons and which ones are ghosts make determining which
features belong to which object ambiguous and dependent on all assignments made. This makes determining the most likely assignment hypothesis intractable. The proposed two-step approach offers an approximate
solution to this problem (Section 4.3). The preselection step makes an
approximation of the K most likely hypotheses under a partial objective
function using only information independent of the other assignments in
the hypothesis. This approximation enables the inclusion of 3D scene
information like occlusions and multi-view appearance models in the first
stage of localization and tracking. In the verification step, these top-K
hypotheses are evaluated using the full objective function, taking into account all dependencies between the assignments made and allowing the
selection of the most likely assignment hypothesis. Experiments using the
proposed method without the verification step show the benefit of evaluating object properties in the context of all other assignments made.
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Results using only the preselection step, evaluating the properties of each
object independently, are significantly worse.

In Section 4.4, experiments on several datasets show the added value
of the proposed approach compared to several state-of-the-art methods.
As concluded in Section 4.5, in scenes with lower person densities, when
all methods use the same static background, KSP-based batch-mode approaches have an edge over the proposed recursive method. This is not
surprising given batch-methods can take advantage of information available from multiple time instants, possibly extending into the future. It
turns out, however, that by pairing the proposed recursive tracker up
with adaptive backgrounds obtained from a feedback loop, it can outperform the KSP-based batch methods with static backgrounds. The ability
to provide real-time feedback to other processes that can in turn influence localization and tracking is a major benefit of recursive methods
compared to batch-mode approaches. For higher person-density scenarios, KSP-based methods suffer from the limitations of the POM detector
when persons overlap in many cameras. A comparison with the recursive method presented by Possegger et al. [2013] shows that the proposed
method benefits from using a flexible entry/exit policy for persons. Furthermore, improved track consistency shows the added value of making
appearance an integral part of the objective function.

The proposed method benefits from the use of a 3D scene reconstruction. First of all, it allows tracking persons through occlusions. Even if a
person would become fully occluded in all camera views, a reconstructed
3D object would still be present at their location, allowing the method
to keep track of the person. Furthermore, because the 3D scene reconstruction is created using volume carving, the reconstructed 3D objects
roughly take the shape of the persons in the scene. Therefore, projecting
individual reconstructed objects back onto the camera planes provides
accurate 2D segmentations of persons under occlusion. When sampling
appearance models, the accuracy of these segmentations helps to limit
the merging of appearance information of different persons. When fixed
shapes are used for scene reconstruction, such as in the POM detector,
projecting the 3D scene onto the camera planes provides less information.
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6.1.2

CHAPTER 6

Orientation Estimation
and Appearance Modeling

Chapter 5 presented the proposed method for the coupled estimation of a
person’s body orientation and appearance model. The appearance model
consists of a 3D shape model and a texture model, both represented in a
low-dimensional spherical harmonics (SH ) subspace (Section 5.1). As a
basis for shape and texture modeling, the volumetric 3D reconstruction
of the scene is used. The voxels in the 3D reconstruction belonging to
the person being modeled are determined using the person’s estimated
position, provided by the proposed localization and tracking method (as
discussed in Section 5.2). Texture, shape and orientation are estimated
in an EM -like fashion. Using a shape model learned from the person’s
3D reconstructions over time, texture is sampled from the camera views
and projected onto an SH subspace. By using the properties of SH and
minimizing the sum squared error (SSE) between the sampled texture
and a learned texture model, the orientation difference between those
two is determined (Section 5.2.1). The estimated orientation is used to
rotate the shape model, allowing more accurate sampling of the texture.
This procedure is repeated for some iterations to optimize the sampled
texture as well as the estimated orientation (Section 5.2.3). When this iterative orientation estimation is complete, the shape model is updated by
combining the learned shape model, rotated to the estimated orientation,
with the current volumetric shape reconstruction (Section 5.2.2).
The experiments presented in Section 5.3 show the benefit of modeling the object shape for texture based orientation estimation, when the
shape is not fully rigid and not know a priori. The proposed model is
shown to produce more stable long-term estimates. Representing shape
and texture in an SH subspace results in a parameter reduction of up to
97%. Nevertheless, results show that orientation estimation performance
does not suffer and can even benefit from the implicit smoothing caused
by dimensionality reduction. Since the appearance model can be computed from any kind of 3D shape that can reliably be represented as a
spherical function, its applications are not limited to the area of person
modeling and orientation estimation. The proposed model could be used
for appearance modeling and orientation estimation of any kind of object,
provided that its texture is sufficiently discriminative.
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Future Work

A number of improvements can be made that would benefit both the
proposed localization and tracking method and the method for orientation estimation and appearance modeling. The use of on-line camera
calibration and synchronization methods [Pflugfelder and Bischof, 2007,
Pollefeys et al., 1999, Hartley and Zisserman, 2003] would improve the applicability of the proposed methods in real-world settings. Furthermore,
color-calibration of the different viewpoints using methods like [Prosser
et al., 2008, Xu and Mulligan, 2010, Owens et al., 2011] would make observations of a person’s appearance across views more similar, simplifying
merging them into one 3D appearance model. This would improve the
descriptiveness of 3D appearance models. Finally, both methods would
benefit from taking a non-greedy approach to optimizing their respective objective functions. Keeping track of multiple hypotheses during
optimization would make both methods more robust. In the next two
sections, this point will be elaborated on a little more from the perspective of each method. Furthermore, the sections suggest some possible
future work for each method.

6.2.1

Localization and Tracking

The current maximum likelihood approach to localization and tracking
has only limited ability to recover after an incorrect hypothesis has been
selected. Recovery from an incorrect assignment of a track to a ‘ghost’,
as discussed in Section 4.4.5, is only possible if the ghost did not move
too far away from the actual person position. As a solution, optimization
of the objective function could be changed to take into account multiple
hypotheses over time. This could be done by keeping track of the different
preselection hypotheses for a number of frames, taking a selection of these
hypotheses as the basis of the generation of new hypotheses at a later
frame. Directly applying an existing algorithm like multiple hypothesis
tracking (MHT ), for which an efficient implementation was presented
by Cox and Hingorani [1996], is not possible for the proposed method.
Key issue in this case is that MHT assumes independence between the
measurement of features and the selected hypotheses. This is not the case
in the proposed method, where occlusions are taken into account when
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computing appearances and the foreground likelihood. However, it would
be interesting to investigate to what extent the independence assumption
of the MHT tracker could be relaxed, for example by combining it with
the proposed two-step approach.
In most experiments performed, the proposed method outperforms
the other methods in the area of track stability. Nevertheless, mismatch
errors (mme) still occur and the global mismatch error (gmme) is still
significant. A more descriptive appearance model could improve track
consistency. The current histogram based appearance model takes into
account some spatial information by keeping histograms separate for each
camera and using three histograms per camera, but still loses much information. By combining the appearance model proposed in Chapter 5 with
the proposed tracking approach, more robust tracks would be possible.
How the spherical harmonics based appearance model could efficiently be
used for person identification will be discussed in the next section.

6.2.2

Orientation Estimation
and Appearance Modeling

As with localization and tracking, the current approach to orientation estimation does not leave much room to recover from making an incorrect
orientation estimate. Since the method performs relative orientation estimation, errors will accumulate and make results unreliable over time. A
solution maintaining multiple orientation hypotheses could be created by
using a particle filter, sampling orientations from a distribution created
by computing the SSE for a range of orientations. Particle filtering could
in that case replace the BFGS based minimization of the SSE.
The current setup does appearance modeling and orientation estimation for one person. While the estimation of multiple persons’ orientations
is possible given good initial person position estimates, severe occlusions
will limit orientation estimation performance. This is a general issue with
all methods compared in Section 5.3. For the proposed method, significant holes in the sampled texture, whether due to occlusions or other
sampling errors, will deteriorate the method’s orientation estimation performance. When part of the person is occluded, the occluded parts should
be treated as unknown data. As described in Section 5.2.1, the method
will replace them by average texture color values computed from horizon-
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tal texture bands. This works fine for small patches of unknown texture,
but will fail for larger areas since the average texture reduces the texture’s
descriptiveness. Other techniques to handle unknown texture patches are
worth investigating. Instead of camouflaging areas with unknown texture,
it is better to ignore them completely while performing texture matching. Such techniques should preferably operate in SH space for improved
efficiency.
One potentially interesting approach to solving this problem could
be to investigate the use of SH shadowing functions as described by
Green [2003]. Shadow functions basically perform the multiplication of
two spherical functions represented in SH space, and are mainly used
for computing shadows and lighting for 3D rendered objects. A ‘shadow
function’ (mask) could be created from the unknown regions of the latest
sampled texture and applied to the learned texture model. This way,
the unknown texture areas will always match when computing the SSE
between the sampled texture and the learned texture model, making the
matching score a result of the match of the known texture area. This
could be done by applying the shadow mask in normal texture space and
projecting the combined texture onto the SH subspace. However, doing
the complete process directly in SH space provides an elegant solution
which could be directly incorporated in Equation (5.5), used to compute
the SSE.
Besides orientation estimation, a clear application area of the proposed appearance model is in person identification. The SH texture representation could make texture matching relatively easy. By making the
texture representation rotationally invariant, a sampled texture and the
texture model could directly be compared. Several rotationally invariant
SH descriptors have been compared by Kazhdan et al. [2003]. As an
example, the SH components within each band could be accumulated to
create so called ‘frequency components’. By computing the L2 norm of
each frequency component, a rotationally invariant vector representation
of the texture is created. The sampled texture and the learned texture
model could then simply be compared by computing the Euclidean distance between their vector representations. This would allow appearance
matching with very little additional cost. Similar to the way occlusions
influence orientation estimation performance, texture regions with unknown texture would present an issue here. The solution proposed before,
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ignoring the unknown areas, would apply here as well.

6.3

Conclusion

In this thesis, the following two contributions were made: a multi-camera,
multi-person joint localization-and-tracking method and a coupled person appearance-modeling-and-orientation-estimation method, both using
a volumetric reconstruction of the scene as their basis. As this thesis
has shown, much work has been done in both areas and much progress
has been made in the past decades. While the current state-of-the-art
performs well in scenarios of limited complexity, much work will still be
needed to completely solve these problems. Especially in the area of combining complex unconstrained environments with large groups of persons,
the state-of-the-art only provides a partial solution. Several years, and
most likely decades of research will be needed to fully grasp the complexity of automatically providing a full semantic scene analysis and offer a
solution covering all aspects of this very challenging problem. This thesis contributes to this goal by offering methods and pointers to further
the research on automated scene analysis and bring it two steps closer to
conclusion.
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